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GAPrompt++: Multi-Granular Geometry-Aware
Point Cloud Prompt for 3D Vision Model
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Jiwen Lu, Fellow, IEEE, Jiahuan Zhou

Abstract—Pre-trained 3D vision models have substantially
advanced point cloud analysis, yet adapting them to downstream
tasks via full fine-tuning is computationally expensive and
storage-intensive. Parameter-Efficient Fine-Tuning (PEFT) offers
a promising alternative by reducing both adaptation cost and
storage burden. However, existing prompting-based approaches
ignore the intrinsic geometric structures of point clouds, thereby
limiting their adaptation capability. This limitation stems from
their inability to encode both fine-grained geometric cues
and coarse-grained structural semantics, as well as failing
to propagate such information effectively through the model
hierarchy. To address these challenges, we propose GAPrompt++,
a multi-granular geometry-aware prompting method that provides
richer geometric guidance for efficient 3D task adaptation.
Specifically, we introduce a Point Shift Prompter that extracts
multi-granular geometric features across different scales, enabling
instance-specific geometric adjustments during adaptation. Next,
a Keypoint Prompter adaptively generates point-level prompts
to highlight local geometric saliency and fine-grained structural
details. Furthermore, a Prompt Propagation mechanism injects
these multi-granular geometric cues throughout the feature
extraction hierarchy, strengthening the ability to capture
essential geometric characteristics. Extensive experiments
show that GAPrompt++ achieves state-of-the-art performance
among prompting-based PEFT methods and even surpasses full
fine-tuning across diverse benchmarks, while requiring less than
2% trainable parameters. In addition, to address the saturation
of existing evaluation datasets, we construct two more challenging
benchmarks derived from 3D Gaussian Splatting and Multi-View
Stereo reconstruction, offering diverse and realistic point cloud
scenarios to promote future research. Our code will be released at
https://github.com/PKU-OV3-LAB/GAPromptPlus.git.

Index Terms—Point Cloud, Prompt Learning, Parameter-
efficient Fine-tuning

I. INTRODUCTION

POINT cloud data acquisition has been greatly advanced by
modern sensing technologies such as LiDAR, structured-

light scanners, and RGB-D cameras, which provide sparse
or dense point clouds as a flexible geometric representation
of real-world scenes. Meanwhile, the rapid development of
3D reconstruction pipelines, including Multi-View Stereo
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Fig. 1. Methods for adapting (a) pre-trained 3D vision models. (b) Fine-tuning
updates the entire model parameters. (c) Vanilla prompt-based methods adapt
the model pre-trained models by reformulating the input at the token level. (d)
Our GAPrompt++ introduces explicit keypoint prompts and geometry-enhanced
token prompts with instance-specific multi-granular features, extracted by the
Point Shift Prompter.

(MVS) [1], Neural Radiance Fields (NeRF) [2], and 3D Gaus-
sian Splatting [3], has further reduced the cost of generating
large-scale 3D assets.

Attributed to large-scale datasets, pre-training 3D vision
models [4]–[6] have demonstrated impressive generalization
ability across diverse point cloud tasks. By scaling both
model parameters and pre-training datasets, these models
provide powerful geometric priors that can be transferred
to downstream tasks through full fine-tuning. Despite their
strong performance, full fine-tuning remains computationally
expensive, as it requires updating all parameters of the pre-
trained backbone and storing a separate model instance for
each downstream task. Moreover, adequately adapting such
large-capacity models typically demands substantial amounts
of annotated 3D data, and naively fine-tuning the full model
may disrupt its pre-trained knowledge, causing catastrophic
forgetting and degraded generalization.

To tackle the above challenges, Parameter-Efficient Fine-
Tuning (PEFT) has gained traction in natural language process-
ing and 2D vision due to its ability to adapt large pre-trained
models using lightweight trainable modules while keeping the
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Fig. 2. Visualization of feature correspondence between prompt tokens and
input tokens, where warmer colors indicate higher values.. Vanilla prompt
learning mainly forms localized correspondences confined to individual token
scales. In contrast, GAPrompt++ captures multi-granular geometric cues,
enabling correspondences to extend across tokens and align with coherent
structural components of the 3D shape.

backbone frozen, including prompt tuning methods [7]–[9]
and adapter tuning methods [10], [11], both of which aim to
bridge task-specific gaps with efficient backbone reuse. When
applied to 3D point clouds with sparsity, irregular sampling,
and permutation invariance, existing PEFT methods still face
substantial challenges. Specifically, the widely adopted random
initialization strategy [12] in prompt learning often struggles to
align with point distributions, causing unstable optimization in
downstream tasks. Besides, existing adapter-based approaches
capture fine-grained geometric structures encoded by spatial
point arrangements only partially, due to their reliance on
coarse-grained latent features. As a result, existing PEFT
methods in 3D vision leave substantial room for stronger use
of the most discriminative geometric cues, which constrains
their adaptation capability and overall performance.

Recently, several studies [13], [14] have recognized the
critical need for specifically designed 3D PEFT methods and
have scratched out the initial steps. These approaches generally
construct auxiliary networks to model token interactions and
dynamically generate token-level prompts, or employ adaptive
adapters that jointly refine input tokens and synthesize prompt
tokens. However, as shown in Fig. 2, these methods usually con-
centrate primarily on encoded input tokens, which correspond
to local patches at a single scale, failing to capture the intrinsic
geometric structures of point clouds, which severely limits
their ability to achieve competitive performance. Furthermore,
the derived fine-grained geometric cues and coarse-grained
structural semantics are more difficult to capture and exploit
due to the limitation of propagating multi-granular information
effectively through the single-scale modeling paradigm.

To this end, we propose GAPrompt++, a multi-granular
geometry-aware prompting framework that provides richer
geometric guidance for efficient 3D task adaptation. First,
we introduce a Point Shift Prompter that extracts geometric
features across multiple scales, enabling instance-specific
geometric adjustments that better align pre-trained features with
downstream objectives. Second, a Keypoint Prompter adaptively
generates point-level prompts to emphasize local geometric
saliency and fine-grained structural cues. Additionally, a Prompt
Propagation mechanism spreads these multi-granular geometric
signals throughout the hierarchical feature extraction process,
strengthening the model’s ability to capture essential geometric
characteristics.

Beyond purely 3D backbones, the growing convergence of
3D vision with natural language and 2D image understand-

ing underscores the need for PEFT approaches capable of
supporting multi-modal adaptation. A notable finding is that
our geometry-aware prompting design is inherently modality-
agnostic: GAPrompt++ effectively adapts large-scale text
encoders (e.g., CLIP) and vision encoders (e.g., DINOv3)
to 3D downstream tasks, despite their heterogeneous input
structures. This reveals that geometric cues extracted directly
from point clouds can function as a general adaptation prior
across modalities, substantially broadening the applicability of
GAPrompt++ in unified multi-modal 3D learning.

In summary, key contributions of this work are four-folded:
• We propose GAPrompt++, a multi-granular geometry-

aware prompting method tailored for 3D vision models,
achieving performance matching or surpassing full fine-
tuning while substantially reducing computational and
storage overhead.

• We introduce three core components, Point Shift Prompter,
Keypoint Prompter, and Prompt Propagation, which col-
lectively enable the model to capture and exploit multi-
granular geometric information inherent in point clouds,
enhancing its representational capability.

• To address the saturation of existing evaluation datasets,
we construct two new, more challenging benchmarks
derived from 3D Gaussian Splatting and Multi-View
Stereo reconstruction, providing diverse and realistic point
cloud scenarios to foster future research.

• We demonstrate that GAPrompt++ naturally extends to
multi-modal adaptation, enabling effective transfer of
CLIP text encoders and DINOv3 vision encoders to
3D tasks, revealing geometry as a unifying adaptation
interface across modalities.

This manuscript is an extension of our previous conference
paper [15] with several significant advances. (1) We overcome
the limitations of existing prompt learning approaches in
capturing fine-grained local geometry and global hierarchical
semantics in point clouds. (2) We introduce two new datasets,
GSModel60 and uCO3D80, to alleviate benchmark saturation
and better align with real-world 3D reconstruction pipelines. (3)
We show that GAPrompt++ can effectively adapt pre-trained
models from other modalities, such as text and 2D images,
thereby reducing reliance on large point cloud data. (4) We
provide an optimal-transport-inspired analytical perspective and
discussion to help interpret the behavior of the proposed multi-
granular prompting design. (5) We deliver richer empirical
evidence, including ablations, multi-modal comparisons, and
evaluations on more challenging settings, further validating the
effectiveness and generality of our approach.

II. RELATED WORK

A. Point Cloud Representation Learning

Point cloud representation is fundamental to a wide spec-
trum of 3D applications, including autonomous driving [16],
[17], robotics [18], and embodied intelligence systems [19],
[20]. Early foundational works [21]–[24] demonstrated that
unordered and sparse point sets can be effectively processed
using MLP-based or local aggregation architectures, laying the
groundwork for modern 3D understanding. The emergence
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of Transformer-based and state-space models (e.g., Vision
Transformer [25], Vision Mamba [26]) has further advanced
3D representation learning by enabling global receptive fields
and scalable modeling capacity.

With increasing model capacity and the availability of large-
scale 3D datasets, self-supervised pre-training has become
the dominant paradigm for learning generalizable 3D repre-
sentations. Existing methods mainly fall into two categories:
contrastive learning and masked modeling. Contrastive pre-
training methods [27] acquire geometric-aware representations
by distinguishing structurally similar samples from dissimilar
ones, typically leveraging invariances to rotation, perturbation,
and spatial transformation. Beyond purely geometric pre-
training, cross-modal contrastive approaches [28]–[32] align
point clouds with pretrained language or image models [33],
[34], enabling the transfer of rich semantic priors from other
modalities. Inspired by masked modeling in natural language
and vision [35], [36], masked point modeling approaches [4],
[36], [37] reconstruct randomly occluded local regions to learn
geometric completion priors. Subsequent works, including
Point-M2AE [5], Point-FEMAE [6], PCP-MAE [38], and Point-
PQAE [39], explored hierarchical masking strategies, improved
decoders, and richer geometric objectives. PointGPT [40]
reformulated the reconstruction task as sequential regression
and curated large hybrid datasets for post-pretraining, achieving
notable downstream gains. Another line of work [41]–[43]
projects point clouds onto 2D planes and utilizes strong 2D
priors from models such as DINO [44] or diffusion models [45],
highlighting the benefit of cross-dimensional knowledge trans-
fer. Attributed to geometric-rich representations obtained from
pre-training, fine-tuning these models consistently outperforms
classical supervised architectures across a wide range of
downstream tasks.

Despite these advances, full fine-tuning remains computa-
tionally expensive. Scaling backbone capacity and expanding
downstream tasks require maintaining task-specific replicas
of the full model, which is increasingly impractical for large
3D architectures and multi-task deployment. These limitations
motivate the need for parameter-efficient fine-tuning (PEFT)
tailored for 3D. Our method captures both global shape
structure and local topological variations and injects them into
the backbone through lightweight prompt tokens, providing an
effective and scalable alternative to full fine-tuning.

B. Parameter-Efficient Fine-Tuning

With the rapid growth of pre-training models in capacity,
fully fine-tuning all parameters for downstream tasks has
become increasingly expensive. To alleviate this burden, re-
searchers in NLP and 2D vision have developed a variety of
Parameter-Efficient Fine-Tuning (PEFT) techniques. Among
them, prompt tuning [8], [12] introduces learnable latent tokens
to steer pretrained models while keeping backbone parameters
frozen, while adapter-based methods [10] insert lightweight
modules into intermediate layers to refine latent feature
distributions. Numerous extensions [46]–[49] demonstrate that
such designs can match full fine-tuning performance with only
a small number of trainable parameters.

TABLE I
COMPARISONS OF OUR PROPOSED TWO CHALLENGING DATASETS WITH

EXISTING BENCHMARKS.

Dataset Sample Category Real World Reconstruction Data Source

ShapeNet55 16,880 55 - - CAD Model Sampling
ModelNet40 12,311 40 - - CAD Model Sampling
ShapeNetPart 15,008 16 - - CAD Model Sampling
ScanObjectNN 14,298 15 ✓ - RGB-D Scene Scan

GSModel60 13,847 60 ✓ ✓ 3D Gaussian Splatting
uCO3D80 20,464 80 ✓ ✓ Multi-View Stereo

Fig. 3. Examples from the GSModel60 dataset. Top: rendered Gaussian
primitives. Bottom: point clouds sampled from the reconstructed primitives.

Fig. 4. Examples from the uCO3D80 dataset. Top: MVS-fused dense colored
point clouds. Bottom: underlying point clouds sampled for analysis.

However, directly transferring PEFT paradigms to 3D
vision is challenging due to the sparsity, irregularity, and
permutation invariance of point clouds, which fundamentally
differ from the grid-structured data in text and images. Recent
efforts have therefore explored 3D-specific PEFT, which
can be broadly categorized into reparameterization-based,
adapter-based, and prompt-based approaches. Reparameter-
ization methods such as PointLoRA [50] and MoST [51]
adopt low-rank adaptation combined with multi-scale token
selection or reformulate dense update matrices using sparse
monarch structures to reduce parameter overhead. Adapter-
based methods function by tailoring architectural modules
to 3D representations. DAPT [14] introduces dynamic scale
adapters for joint feature refinement and prompt generation,
while PointGST [52] decomposes latent representations into the
graph spectral domain to enable flexible adaptation to geometric
variations. PMA [53] further enhances by injecting mamba
blocks that capture complementary contextual dependencies
from intermediate layers. GEM [54] specifically designs spatial
and context adapters for semantic segmentation tasks. Prompt-
based methods offer another perspective by modifying the input
token space. IDPT [13] dynamically generates prompts via
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Fig. 5. The overall pipeline of GAPrompt++. Given an input point cloud, the Point Shift Prompter extracts multi-granular geometric features and performs
fine-grained point shifts, while the Keypoint Prompter identifies salient local structures and generates instance-specific keypoint prompts. During feature
extraction, learnable prompt tokens are prepended and fused with multi-granular geometric features and then are processed by the Prompt Propagation, which
injects geometric cues across the model hierarchy. Finally, the propagated tokens are passed through the pre-trained backbone to make downstream predictions.

an EdgeConv network to model local interactions, achieving
promising performance but incurring notable computational
cost. Point-PEFT [55] constructs a prompt bank from pre-
processed training features to introduce data-driven priors,
whereas PPT [56] emphasizes the importance of positional
cues by designing explicit positional prompts, albeit neglecting
the local geometric structures and at the cost of significantly
increasing token numbers.

Despite these advances, existing 3D PEFT methods often
fail to jointly capture fine-grained local geometry and global
semantic context, limiting their adaptability across diverse tasks.
To address this limitation, we propose GAPrompt++, a multi-
granular geometry-aware prompting framework that integrates
both local structural cues and global semantic priors to provide
richer geometric guidance for efficient model adaptation.

C. Point Cloud Analysis Benchmarks

The rapid development of depth sensors [57] and 3D
reconstruction techniques [1], [3] has substantially reduced
the cost of acquiring point cloud data, giving rise to a
series of large-scale 3D datasets. ShapeNet [58] has long
served as a foundational pre-training dataset, containing over
3 million textured CAD models, including the widely adopted
ShapeNet-Core subset of 52K curated meshes with high-quality
annotations. ModelNet [59] provides 12K CAD models across
common household categories, while OmniObject3D [60]
extends object diversity with 6K instances. More recent datasets,
such as Objaverse [61] and Objaverse-XL [62], further scale to
800K and 10.2M assets, enriched with textual descriptions to
support large-scale 3D representation learning and multimodal
understanding.

Although large-scale 3D data has substantially advanced pre-
training, commonly used downstream benchmarks, especially
for classification, are nearly saturated. ModelNet40 [59]

contains clean, uniformly sampled CAD models that lack
real-world sensing complexity, while ScanObjectNN [63],
despite introducing clutter and occlusion, remains limited in
category diversity and scene variability. Recent state-of-the-art
methods [32], [40] already surpass 97% accuracy on Model-
Net40 and 99% on ScanObjectNN, leaving minimal headroom
to demonstrate meaningful progress. These saturation issues
reflect two core limitations: the idealized noise-free acquisition
setup of CAD datasets, and the insufficient alignment with
modern reconstruction pipelines such as Multi-View Stereo
(MVS) [1] and 3D Gaussian Splatting (3DGS) [3], which
produce inherently noisy and irregular point distributions.

To better reflect contemporary 3D data characteristics and
support more discriminative evaluation, we construct two
new challenging benchmarks, GSModel60 and uCO3D80,
summarized in Table I. They are derived respectively from
3D Gaussian Splatting reconstruction and unconstrained multi-
view reconstruction, introducing richer geometric variability,
realistic reconstruction artifacts, and broader semantic coverage,
as illustrated in Fig. 3 and Fig. 4.

III. THE PROPOSED METHOD

We present GAPrompt++, an efficient fine-tuning method
for pre-trained 3D vision models. It consists of three geometry-
aware prompt modules: the Point Shift Prompter, the Keypoint
Prompter, and the Prompt Propagation mechanism. As shown
in Fig. 5, given a pre-trained 3D transformer with M blocks
and a downstream task, we freeze the backbone and solely
update newly introduced modules together with the task head.

A. Preliminary for Pre-trained Point Cloud Model

Transformer-based architectures [25] have become the dom-
inant backbone for point cloud pre-training due to their strong
capability in modeling long-range dependencies. Given an input
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point cloud x ∈ RN×3, the points are first partitioned into
local patches using farthest point sampling (FPS) and k-nearest
neighbors (KNN). Each patch is then embedded into a token
sequence h0 ∈ RL×D, where L and D denote the token length
and embedding dimension.

A pre-trained 3D Transformer typically contains n hierar-
chical blocks, each composed of a self-attention module and a
feed-forward network (FFN). The input tokens are progressively
updated as:

h̄i = Attn(hi), (1)

hi+1 = FFN(h̄i), (2)

where hi+1 ∈ RL×D represents output features of the i-
th block. After that, these high-level representations are
subsequently consumed by downstream heads for tasks such
as classification or segmentation.

Notably, the attention and FFN layers dominate the model’s
parameter and computational cost. Within GAPrompt++, all
backbone parameters are frozen, and only the proposed
geometry-aware prompting modules and the downstream
prediction head remain trainable.

B. Point Shift Prompter

To capture both fine-grained geometric details and coarse
structural semantics, we design a Point Shift Prompter that
extracts multi-granular geometric features from the input point
cloud. The fine-grained features are further processed by a
shallow shift head to predict a coordinate shift for each point,
enabling point-level geometric modulation.

Specifically, to acquire geometric features of point clouds
with diverse granularities, we gradually process the points in
a hierarchical manner. As shown in Fig. 5, the input point
cloud x0 ∈ RN×3 coordinates are encoded into spatial features
f0 with a tiny pointnet [21] layer, denoted as Φ. We then
downsample x0 via farthest point sampling (FPS) to obtain
x1 ∈ RN

2 ×3, and iteratively extract higher-level semantics from
progressively coarser point sets:

fi+1 = Φ(fi), (3)

xi+1 = FPS(xi), (4)

where 0 ≤ i ≤ m− 1. After m layers, we obtain hierarchi-
cal point sets {x0, . . . ,xm} and corresponding feature sets
{f0, . . . , fm}. To propagate global semantics from the coarse
level xm back to the original resolution x0, we adopt a spatial
propagation operation F , which spreads information according
to spatial proximity:

f̂i−1 = F(xi−1,xi, f̂i), (5)

This yields propagated features {f̂0, . . . , f̂m}, which encodes
multi-granular geometric information. Intuitively, f̂m captures
global structural context with the largest receptive field, while f̂0
preserves detailed local geometry. These multi-granular features
are later fused with prompt tokens in the Prompt Propagation
module.

To introduce fine-grained geometric adjustment, we feed the
point-level features f̂0 into the shift head and predict coordinate
shifts ∆x ∈ RN×3. The shifted point cloud is accessed by:

xs = x0 + αs·∆x, (6)

where αs is a scaling factor controlling the magnitude of the
point shift. While these point-wise shifts enable continuous,
fine-grained deformation of the input geometry, they primar-
ily operate locally. To further enhance the model’s ability
to perceive and emphasize structurally critical regions, we
additionally introduce explicit instance-specific keypoints as
discrete point-level prompts.

Spatial Propagation: The spatial propagation operator F
in Equation 5 interpolates features from center points to
neighboring points based on spatial geometry. Given center
coordinates {ci}Ci=1 ∈ RC×3 with features f(ci) and a
neighboring point n ∈ R3, our goal is to estimate f(n).

We first compute the Euclidean distance:

d(n, ci) = ||n− ci||. (7)

Then an inverse-distance weight is assigned:

w(n, ci) =
1

d(n, ci)p
, (8)

where p = 2 by default. This results in a set of weights w(n, ci)
for i = 1, . . . , C. We select the top-K weights:

w(n, cj) = Top-K(w(n, ci)), (9)

where j = 1, . . . ,K, and K is typically set to 6. The feature
of n is then interpolated as:

f(n) =

∑︁K
j=1 w(n, cj)·f(cj)∑︁K

j=1 w(n, cj)
. (10)

This process is applied to every neighboring point n, enabling
effective propagation of geometric semantics across tokens.

C. Keypoint Prompter

To introduce explicit geometric cues and assist the pre-trained
model capture subtle structural details, we design a Keypoint
Prompter that generates instance-specific keypoints as point-
level prompts. Unlike abstract prompt tokens, these keypoint
prompts retain direct geometric correspondence with the
underlying point cloud, guiding the model toward salient local
structures and fine-grained geometric variations in inherently
irregular and unstructured point cloud data.

Given the input point cloud x0 ∈ RN×3, our objective
is to identify salient local regions and generate auxiliary
keypoint prompts that highlight their geometric importance.
We first partition the point cloud into candidate regions
using farthest point sampling (FPS) and construct their local
neighborhoods via k-nearest neighbors (KNN). To assess the
semantic importance of each region, we exploit the global
geometric feature f̂m extracted from the Point Shift Prompter,
which provides high-level contextual priors.

Let cs ∈ RS×3 denote the center coordinates of the sampled
candidate regions. We concatenate cs with the global feature
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f̂m and feed them into an MLP Φk to simultaneously predict
candidate keypoints and their saliency scores:

ps, s = Φk(cs, f̂m), (11)

where ps ∈ RS×3 denotes the candidate keypoint coordinates
and s ∈ RS denotes the corresponding saliency scores.

Obtained the saliency scores s, we then select the top
K keypoints as final keypoint prompts according to the
prominence of saliency. The process can be formulated as:

pk = Top-K(ps, s), (12)

where pk ∈ RK×3 represents the final set of keypoint
prompts, and K is a hyperparameter controlling the number
of selected keypoints. These auxiliary keypoints highlight the
most informative geometric regions, guiding the model to focus
on critical local structures and thus improving adaptation to
downstream tasks.

D. Prompt Propagation

Beyond the fine-grained point-level prompts, we introduce
a Prompt Propagation mechanism to inject multi-granular
geometric cues throughout the feature extraction hierarchy.
Given the shifted point cloud xs ∈ RN×3 and the keypoint
prompts pk ∈ RK×3, we concatenate them and embed the
resulting points into patch tokens h0 ∈ RL×D, which are
subsequently processed by the frozen pre-trained Transformer
blocks following Equations 1 and 2.

To guide the model during adaptation, we prepend P
learnable prompt tokens ti ∈ RP×D to the patch tokens at
each block. However, these randomly initialized tokens have no
inherent geometric meaning, making them difficult to optimize
purely under downstream supervision.

To address this, we design a prompt fusion strategy that
injects explicit geometric priors into the prompt tokens. Specif-
ically, we select P geometric features from the multi-granular
features set f̂0, . . . , f̂m according to a granularity schedule G,
concatenate them into f̂g, and fuse them with the learnable
tokens:

t̂i = ti + βf · f̂g, (13)

where βf controls the blending ratio. The fused prompts
t̂i ∈ RP×D then interact with patch tokens via cross-attention,
enriching the model with geometry-aware priors at multiple
receptive fields.

To further strengthen geometric information flow across the
token hierarchy, the Prompt Propagation mechanism incorpo-
rates spatial neighborhood relationships. For patch coordinates
xh ∈ RL×3, we obtain C coarse centers xc via FPS and index
their corresponding token features hc

i .
Next, we inject the fused prompt tokens into the patch tokens

using a random replacement operation I:

h′
i = I(hi, t̂i), (14)

which functions similarly to dropout [64], improving robustness
during adaptation. The updated tokens are then refined through
a spatial propagation operation:

h′′
i = F(xh,xc,h

′
i), (15)

yielding geometry-integrated features h′′
i ∈ RL×D.

To mitigate over-smoothing, a lightweight non-linear map-
ping is applied:

ĥi = σ(h′′
i ·W1)·W2 + h′′

i , (16)

where W1 ∈ Rd×r, W2 ∈ Rr×d, and r controls the bottleneck
dimension. The resulting tokens ĥi are forwarded to subsequent
blocks.

Crucially, the propagation module is most effective when
paired with geometry-aware prompt tokens. Geometric enhance-
ment allows center-feature propagation to carry meaningful
structural information through the token hierarchy, substantially
boosting adaptation performance.

Prompt Injection: We detail the prompt injection I mech-
anism corresponding to Equation 14. Given the input tokens
and prompt tokens [hi; t̂i] ∈ R(L+P )×D in the i-th block,
we extract the local geometric structure via FPS and KNN.
The center tokens hc

i ∈ RC×D are indexed according to the
sampled center positions xc, where C denotes the number of
centers.

Inspired by dropout [64], prompt injection randomly substi-
tutes parts of the center and neighboring tokens with geometry-
enhanced prompt tokens, facilitating global feature propagation.
Owing to the stochasticity of FPS, the permutation of sampled
centers varies even when the sets remain consistent. Leveraging
this randomness, we adopt a replacement strategy: the last P
elements of both hc

i and hi are replaced with prompt tokens
t̂i, directly mixing prompt information into local regions.

Alternatively, we propose a permutation strategy. We prepend
t̂i to the full token set hi and remove its last P tokens. The
fused sequence is then indexed by xc and xh, producing
center tokens hc

i that naturally incorporate prompt tokens.
This approach avoids explicit replacement and injects prompts
implicitly through the indexing operation.

IV. ANALYSIS AND DISCUSSION

This section connects the attention-level decomposition
of prompt integration with the optimal transport perspective
developed earlier, and offers an optimal-transport-inspired
analysis and discussion for understanding the behavior of multi-
granular geometry-aware prompting.

A. Attention-level Decomposition of Prompt Integration

We begin with the standard attention output at input token
index i:

oi = Attn(WQhi, WKhi, WV hi), (17)

and the corresponding output when prompt tokens t̂i =
{t̂ip}Pp=1 are injected into the key and value spaces:

ôi = Attn(WQhi, WK [t̂i,hi], WV [t̂i,hi]). (18)

Following the linearization used in prior prompt analyses [11],
ôi becomes a prompt-weighted interpolation of the original
output:

ôi =

P∑︂
p=1

Aip WV t̂ip +
(︂
1−

P∑︂
p=1

Aip

)︂
oi, (19)
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where Aip∈ [0, 1] is the normalized attention weight assigned
to the p-th prompt. Two observations follow:

1) Interpolation view: Soft prompting performs a convex
combination between the backbone output oi and prompt-
induced corrections, producing a localized offset in output
space while preserving the backbone mapping structure.

2) Offset–subspace adaptation: Prompt integration perturbs
backbone features through constrained local shifts, which can
be viewed as transporting an empirical feature distribution
toward a task-aligned one. The term

∑︁P
p=1 Aip WV t̂ip spans

a low-dimensional affine subspace parameterized by prompt
atoms and attention weights. Prompt learning therefore corre-
sponds to learning localized, low-capacity corrective maps.

B. Connecting Attention Interpolation to Optimal Transport
We interpret pretrained backbone features {zi = hi} as sam-

ples of an empirical source measure µ = 1
N

∑︁N
i=1 δzi , where

δzi denotes a Dirac mass at feature zi. Likewise, task-aligned
features {tj}Mj=1 define a target measure ν = 1

M

∑︁M
j=1 δtj .

A coupling π ∈ Π(µ, ν) specifies how mass from zi is
assigned to tj . Attention weights Aip introduce prompt atoms
as intermediate basis elements, yielding a two-stage transport
process:

µ
prompt-driven local shift−−−−−−−−−−−−−→ µ̃

residual alignment−−−−−−−−−→ ν. (20)

We formalize the prompt-integrated output as the following
transport-style mapping:

Tϕ(zi) = ôi =
(︂
1−

P∑︂
p=1

Aip

)︂
oi +

P∑︂
p=1

Aip WV t̂ip, (21)

where oi is the backbone output for sample zi, Aip is the
normalized attention weight assigned to prompt atom p, and
t̂ip denotes the learnable prompt embedding participating in
the correction for zi. Under this view, Tϕ is exactly the prompt-
integrated output in Equation 19, interpreted here as a feature-
space transport-style map. This induces a transformed empirical
measure:

µ̃ = (Tϕ)∗µ, (22)

where (Tϕ)∗ is the pushforward measure obtained by applying
Tϕ to all samples in µ. Here, ν denotes a conceptual target
distribution representing task-aligned features, introduced to
facilitate a post-hoc interpretation of adaptation behavior. The
alignment between µ̃ and ν can be expressed using entropic
Optimal Transport:

Wϵ(µ̃, ν) = min
π∈Π(µ̃,ν)

⟨π,C⟩+ ϵKL
(︁
π ∥ µ̃⊗ ν

)︁
, (23)

where matrix C ∈ RN×M collects pairwise transport costs
between transformed source samples and target samples, which
has pairwise transport cost Cij = c(Tϕ(zi), tj). The Π(µ̃, ν)
represents the feasible set, µ̃ ⊗ ν is the independent joint
measure of µ̃ and ν, and ⟨·⟩ denotes inner product operation.

This leads to two qualitative implications:
1) Localized mass transport: Since Tϕ(zi) introduces small

attention-weighted corrections, the induced transport can be
interpreted as emphasizing manifold-aligned directions encoded
by prompt atoms. From this perspective, the resulting coupling
may favor semantically consistent correspondences.

2) Low-capacity, structure-preserving map: The transport-
style map Tϕ can be viewed as restricting the corrections to a
low-capacity, geometry-aware form, which offers an intuitive
way to discuss how pretrained geometric structure may be
retained during adaptation.

Hence, attention interpolation in Equation 19 can be inter-
preted as a constrained transport-style correction, where prompt
atoms induce intermediate local shifts before alignment toward
task-specific features.

C. Multi-granularity and Hierarchical Transport

Point-level prompts, including keypoint and point-shift
prompts, directly modulate query tokens and instantiate fine-
scale corrections in Equation 21. The propagation mechanism
distributes these corrections across layers, yielding intermediate
transformed measures:

µ
T

(l)
ϕ−−→ µ(l)

T
(m)
ϕ−−−→ µ(m)

T
(g)
ϕ−−−→ µ(g), (24)

where (l,m, g) denote local, meso, and global granularities.
This suggests a stage-wise alignment view, where different
prompt granularities progressively reduce local, meso-scale,
and global mismatches, so that the transformed measure
becomes progressively better aligned with the conceptual target
distribution ν.

This stage-wise view is consistent with our empirical
findings: the gains from multi-granular prompting, the preferred
granularity schedule, and the insertion-layer ablations all
support a local-to-global propagation of geometric corrections.
It is also supported by the prompt-granularity visualizations in
Fig. 6, where fine-grained prompts focus on localized structures
while coarser prompts respond to broader shape layout and
global topology, together suggesting that GAPrompt++ benefits
from balancing local correction and global context propagation
under a low-capacity adaptation scheme.

V. EXPERIMENTS SETTING

We evaluate GAPrompt++ on point cloud classification and
segmentation using several pre-trained backbones, including
ReCon [31], Point-GPT [40], Point-FEMAE [6], and Point-
PQAE [39]. In addition, we demonstrate the versatility of our
approach by transferring modality-agnostic pre-trained models,
including CLIP [33] and DINOv3 [34], to point cloud tasks.
Besides the standard object-level benchmarks, we additionally
include the more challenging large-scale scene semantic
segmentation benchmarks [57], [65], [66], as well as outdoor
3D object detection on NuScenes [66]. These additions extend
the empirical study from object-level recognition to large-
scale indoor and outdoor scene understanding, enabling a more
comprehensive evaluation of scalability and transferability. For
fair comparison, all baselines adopt the same data augmentation
strategy as their corresponding full fine-tuning settings. It
should be noted that for datasets or tasks lacking reported
results from certain methods, we reproduce their results using
the official code to ensure a comprehensive comparison.
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TABLE II
COMPARISON WITH TRADITIONAL SUPERVISED LEARNING METHODS AND SELF-SUPERVISED REPRESENTATION LEARNING METHODS ON FOUR POINT

CLOUD CLASSIFICATION DATASETS. THE † DENOTES RESULTS WITH A VOTING STRATEGY [67].

Method Publication Param.(M) ↓ ScanObjectNN ModelNet40 GSModel60 uCO3D80
OBJ BG OBJ ONLY PB T50 RS

Traditional Supervised Learning Only

PointNet [21] CVPR 17 3.5 73.3 79.2 68.0 89.2 78.86 53.76
PointNet++ [22] NeurIPS 17 1.5 82.3 84.3 77.9 90.7 86.35 59.60
DGCNN [23] TOG 19 1.8 82.8 86.2 78.1 92.9 89.33 56.92
PointNeXt [24] NeurIPS 22 1.4 87.1 88.6 87.7 94.0 90.32 65.57
PointMLP [68] ICLR 22 13.2 88.5 89.3 85.4 94.5 90.62 73.63
RepSurf [69] CVPR 22 1.5 86.1 86.5 84.3 94.4 89.51 69.32
PointVector [70] CVPR 23 1.6 86.8 87.8 87.8 93.0 89.77 68.94
X-3D [71] CVPR 24 5.4 87.7 88.4 90.7 93.4 89.56 70.65
MAP [72] CVPR 25 19.3 92.8 92.3 92.0 93.5 89.29 71.44

Self-Supervised Representation Learning (Full Fine-Tuning)

Point-BERT [4] CVPR 22 22.1 87.43 88.12 83.07 92.7 90.39 72.46
Point-MAE [73] ECCV 22 22.1 90.02 88.29 85.18 93.2 90.54 72.73
Point-M2AE [5] NeurIPS 22 15.3 91.22 88.81 86.43 93.4 91.05 73.93
ReCon [31] ICML 23 43.6 94.15 93.12 89.73 93.9 90.48 71.26
PointGPT-L [40] NeurIPS 23 360.5 97.20 96.60 93.40 94.1 85.75 65.69
Point-FEMAE [6] AAAI 24 27.4 95.18 93.29 90.22 94.0 90.46 73.11
ReCon++† [32] ECCV 24 657.2 98.80 97.59 95.52 94.8 86.72 67.63
Point-PQAE [39] ICCV 25 22.1 95.01 93.63 89.56 94.0 91.22 74.85

Self-Supervised Representation Learning (Parameter-Efficient Fine-Tuning)

GAPrompt [15] ICML 25 2.0 98.97 96.73 94.31 96.2 91.20 75.30
GAPrompt++ This Paper 1.9 98.97 96.90 95.07 96.4 91.61 76.47
GAPrompt++† This Paper 1.9 99.31 97.07 95.14 97.1 92.55 78.06

A. Datasets

ScanObjectNN. The ScanObjectNN [63] dataset contains 15K
real-world objects from 15 categories across three variants,
cropped from the indoor reconstruction dataset ScanNet [57].
The scans retain challenging artifacts such as background
clutter, occlusion, and irregular geometry.
ModelNet40. The ModelNet40 [59] dataset consists of 12K
clean CAD models across 40 categories. The point clouds
are complete, uniformly sampled, and free of sensor noise,
representing an idealized acquisition setting.
ShapeNetPart. The ShapeNetPart dataset is a widely used
benchmark for object part segmentation, comprising 15K point-
level annotated objects across 16 object categories and 50 part
categories.
GSModel60. We curate the GSModel60 dataset for point
cloud classification by systematically collecting and organizing
14K instances across 60 categories from ShapeSplat [74] and
MACGS [75]. Unlike existing CAD or scan-based benchmarks,
GSModel60 consists of point clouds sampled from 3D Gaussian
primitives reconstructed via Gaussian Splatting from calibrated
multi-view images. As illustrated in Fig. 3, this acquisition
paradigm produces point clouds with distinctive characteristics.
The point clouds exhibit uneven spatial density, coarse on
planar surfaces and dense along thin structures, and inevitably
contain reconstruction artifacts inherent to the rendering-based
supervision. Serving as a challenging and complementary
benchmark, GSModel60 better reflects the geometric properties
of modern reconstruction pipelines.
uCO3D80. We construct the uCO3D80 dataset by filtering out

extremely low-quality samples and long-tail categories from
uCO3D [76], yielding a reliable benchmark for point cloud
classification. The point clouds originate from uncalibrated
image collections and are reconstructed via a Structure-from-
Motion (SfM) pipeline followed by dense Multi-View Stereo
(MVS) fusion. As shown in Fig. 4, these reconstructions
exhibit characteristic SfM–MVS artifacts, including accu-
mulated geometric drift, incomplete or noisy surfaces, and
scattered background fragments, making them substantially
more challenging than CAD or scan-based datasets. Given the
broad deployment of MVS in real-world 3D reconstruction
scenarios, evaluation on uCO3D80 provides a more realistic
assessment of model robustness and generalizability.
S3DIS. The S3DIS [65] dataset is a widely used indoor scene
semantic segmentation benchmark containing densely annotated
room-scale point clouds from large office environments.
ScanNet. The ScanNet [57] dataset is a real-world indoor scene
benchmark with semantic annotations for cluttered household
and office environments.
NuScenes. The NuScenes [66] dataset is a large-scale au-
tonomous driving benchmark with outdoor LiDAR point
clouds, widely used for scene-level segmentation and 3D object
detection in urban traffic scenarios.

VI. QUANTITATIVE ANALYSIS

A. Comparison with Supervised and Self-supervised Methods

Table II presents a comprehensive comparison against state-
of-the-art supervised and self-supervised approaches across
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TABLE III
COMPARISON WITH 3D-SPECIFIC PARAMETER-EFFICIENT FINE-TUNING METHODS ON POINT CLOUD CLASSIFICATION TASKS ACROSS DIVERSE BACKBONES.

OVERALL ACCURACY (%) IS REPORTED WITHOUT VOTING. THE BLUE SUBSCRIPTS DENOTE CHANGES COMPARED TO FULL FINE-TUNING.

Method Publication Param.(M) ↓ FLOPs(G) ↓ ScanObjectNN ModelNet40 GSModel60 uCO3D80
OBJ BG OBJ ONLY PB T50 RS

Full Fine-Tuning - 360.5 67.7 97.20 96.60 93.40 94.1 85.75 65.69

Po
in

tG
PT

-L
[4

0]

Reparameterization-based Parameter-Efficient Fine-Tuning

PointLoRA [50] CVPR 25 2.8 114.5 98.28 96.04 93.11 94.3 84.14 64.32
MoST [51] CVPR 25 8.0 76.2 97.93 98.28 97.50 96.2 83.88 65.04

Adapter-based Parameter-Efficient Fine-Tuning

DAPT [14] CVPR 24 4.2 71.6 98.11 96.21 93.02 94.2 85.14 66.94
PointGST [52] TPAMI 25 2.4 68.0 98.97 97.59 94.83 94.8 85.45 67.76

Prompt-based Parameter-Efficient Fine-Tuning

IDPT [13] ICCV 23 10.0 75.2 98.11 96.04 92.99 93.4 84.83 66.30
Point-PEFT [55] AAAI 24 3.1 73.2 97.76 96.21 93.11 93.9 85.09 67.54
PPT [56] MM 25 5.6 140.7 97.76 96.04 94.10 93.6 84.78 66.88
GAPrompt [15] ICML 25 2.0 71.8 98.97 96.73 94.31 96.2 85.45 67.31
GAPrompt++ This Paper 1.999%↓ 71.65.8%↑ 98.971.77↑ 96.900.30↑ 95.071.67↑ 96.42.3↑ 86.941.19↑ 69.784.09↑

Full Fine-Tuning - 27.4 4.8 95.18 93.29 90.22 94.0 90.46 73.11

Po
in

t-
FE

M
A

E
[6

]

Reparameterization-based Parameter-Efficient Fine-Tuning

PointLoRA [50] CVPR 25 0.8 8.7 94.49 92.60 88.97 93.4 90.34 73.67
MoST [51] CVPR 25 2.3 6.0 94.84 93.12 89.69 93.7 90.64 73.71

Adapter-based Parameter-Efficient Fine-Tuning

DAPT [14] CVPR 24 1.1 5.0 93.98 92.25 88.51 93.2 90.77 71.56
PointGST [52] TPAMI 25 0.6 4.8 94.66 92.94 90.22 93.8 90.95 74.96

Prompt-based Parameter-Efficient Fine-Tuning

IDPT [13] ICCV 23 1.7 7.2 92.94 90.88 88.38 93.4 88.95 73.50
Point-PEFT [55] AAAI 24 0.7 7.0 94.32 92.94 89.35 94.3 90.13 74.24
PPT [56] MM 25 1.1 10.8 94.49 93.12 90.08 93.7 89.24 74.01
GAPrompt [15] ICML 25 0.6 5.0 95.53 93.63 90.67 94.5 90.70 75.30
GAPrompt++ This Paper 0.698%↓ 5.04.2%↑ 95.700.52↑ 94.491.20↑ 90.770.55↑ 94.60.6↑ 91.280.82↑ 76.473.36↑

Full Fine-Tuning - 22.1 4.8 95.01 93.63 89.56 94.0 91.22 73.54

Po
in

t-
PQ

A
E

[3
9]

Reparameterization-based Parameter-Efficient Fine-Tuning

PointLoRA [50] CVPR 25 0.8 8.7 93.98 93.12 88.93 93.4 90.89 72.48
MoST [51] CVPR 25 2.3 6.0 94.49 93.29 89.35 94.1 91.02 73.96

Adapter-based Parameter-Efficient Fine-Tuning

DAPT [14] CVPR 24 1.1 5.0 93.46 92.25 87.43 93.1 90.34 73.74
PointGST [52] TPAMI 25 0.6 4.8 95.18 93.12 89.14 94.2 90.71 74.00

Prompt-based Parameter-Efficient Fine-Tuning

IDPT [13] ICCV 23 1.7 7.2 93.80 93.29 88.62 93.3 90.49 73.89
Point-PEFT [55] AAAI 24 0.7 7.0 94.49 93.80 89.42 94.1 90.05 73.69
PPT [56] MM 25 1.1 10.8 94.32 93.46 88.97 93.2 89.85 73.74
GAPrompt [15] ICML 25 0.6 5.0 95.01 94.15 89.69 94.3 91.20 73.95
GAPrompt++ This Paper 0.697%↓ 5.04.2%↑ 95.350.34↑ 94.661.03↑ 90.631.07↑ 94.60.6↑ 91.610.39↑ 74.530.99↑

four classification benchmarks, including three variants of
ScanObjectNN.

Overall, self-supervised pre-training consistently outperforms
purely supervised learning, as it provides more transferable
representations. However, these gains are often achieved at
significantly higher adaptation cost. For instance, the train-
able parameters increase dramatically from 22.1M in Point-
BERT [4] to 657.2M in ReCon++ [32], whereas lightweight
supervised baselines such as PointNeXt [24] require only 1.4M
parameters.

Our method achieves state-of-the-art performance with
extremely compact adaptation. GAPrompt attains nearly sat-
urated accuracy, reaching 98.97% on OBJ BG and 96.2%
on ModelNet40. The enhanced GAPrompt++ further improves
the results to 99.31% on OBJ BG, 97.1% on ModelNet40,
92.55% on GSModel60, and 78.06% on uCO3D80, while
requiring only 1.9M trainable parameters for backbone tuning.
It is worth noting that the best performance on ScanObjectNN
and ModelNet40 is achieved when equipped with PointGPT as

backbone, whereas GSModel60 benefits from PointPQAE and
uCO3D80 leverages Point-FEMAE. These results collectively
indicate that multi-granular, geometry-aware prompting delivers
superior accuracy together with high parameter efficiency. Its
capability to jointly capture fine-scale structural cues and
global semantic patterns enables effective task alignment with
a compact adaptation budget.

It is worth noting that commonly used benchmarks such as
ScanObjectNN and ModelNet40 have become saturated, with
recent models like Point-GPT [40] and ReCon++ [32] reaching
over 98% and 96% accuracy respectively. Their impressive
performance largely stems from massive model capacity and
access to large-scale curated post-training datasets. However,
due to limited category diversity and idealized acquisition
conditions, these benchmarks provide diminishing discrimi-
natory power for evaluating future progress. In comparison,
our curated GSModel60 and uCO3D80 benchmarks uncover
substantial performance gaps that remain unresolved in real-
world reconstruction contexts. Models like ReCon [31] and
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TABLE IV
PARAMETER-EFFICIENT ADAPTATION OF MULTI-MODAL PRE-TRAINED

MODELS ON POINT CLOUD CLASSIFICATION DATASETS.

Method Modality Param.(M) ↓ ModelNet40 GSModel60 uCO3D80

Point-BERT [4] 3D 22.1 92.7 90.39 72.46
Point-MAE [73] 3D 22.1 93.2 90.54 72.73
Point-M2AE [5] 3D 15.3 93.4 91.05 73.93
PointCLIP [77] Text+2D 155.1 90.0 86.42 69.20
CG3D [78] Text+2D 164.0 93.4 87.75 69.89
ACT [30] 2D+3D 22.1 93.5 90.88 72.47
ReCon [31] Text+2D+3D 43.6 93.9 90.48 71.26

DINOv3 2D 86.3 92.0 86.49 68.42

w.IDPT [13] 2D 4.6 89.5 84.87 66.33
w.Point-PEFT [55] 2D 2.6 90.9 86.21 67.82
w.PPT [56] 2D 3.4 90.2 85.49 66.74
w.GAPrompt [15] 2D 2.0 91.7 87.35 68.96
w.GAPrompt++ 2D 1.998%↓ 93.81.8↑ 89.563.07↑ 71.953.53↑

CLIP-Lang [33] Text 85.9 92.2 87.83 68.50

w.IDPT [13] Text 4.6 90.8 85.60 63.34
w.Point-PEFT [55] Text 2.6 92.5 88.51 68.15
w.PPT [56] Text 3.4 91.3 85.76 65.82
w.GAPrompt [15] Text 2.0 93.2 89.96 71.24
w.GAPrompt++ Text 1.998%↓ 96.24.0↑ 91.633.80↑ 77.549.04↑

Point-PQAE [39] exhibit stronger generalization than Point-
GPT [40], since point clouds derived from 3D Gaussian
splatting and multi-view reconstruction deviate considerably
from the annotated CAD and RGB-D distributions on which
Point-GPT is post-trained. These observations underscore the
necessity of challenging, reconstruction-oriented evaluation
settings and corroborate the practical relevance of our proposed
datasets.

B. Comparison with 3D Parameter-efficient Methods

Table III reports comparisons with recent parameter-efficient
fine-tuning techniques on four classification benchmarks. Exist-
ing approaches can be broadly grouped into reparameterization,
adapter-based, and prompting strategies, among which our
GAPrompt and GAPrompt++ fall into the latter category. From
the perspective of fair comparison, we focus primarily on
prompting-based competitors.

Our design introduces multi-granular geometry-aware
prompting, which enables consistent advantages over full
fine-tuning. This indicates that an appropriately structured
parameter-efficient formulation can effectively activate pre-
trained representations and sustain a highly discriminative
feature space. For instance, GAPrompt++ exceeds full fine-
tuning of the recent Point-PQAE [39] by 1.07% on PB T50 RS
and 0.99% on uCO3D80, while earlier prompting methods
achieve more modest gains on several datasets.

Moreover, GAPrompt++ maintains strong performance
across diverse pre-trained backbones, including PointGPT-
L [40], Point-FEMAE [6], and Point-PQAE [39]. This stability
reflects backbone-agnostic behavior under markedly different
model sizes, training paradigms, and data sources. On more
challenging benchmarks such as uCO3D80, GAPrompt++
continues to benefit from jointly modeling local fine-grained
geometry and global semantics, which supports stronger
adaptation under substantial distribution gaps and reconstruction
artifacts.

TABLE V
COMPARISON WITH RECENT PARAMETER-EFFICIENT FINE-TUNING

METHODS ON OBJECT PART SEGMENTATION BENCHMARKS. ∗ DENOTES
RESULTS REPRODUCED USING THE OFFICIAL IMPLEMENTATION.

Methods Publication Param.(M) mIoUC (%) mIoUI (%)

Full Fine-Tuning - 27.06 84.52 86.1

R
eC

on
[3

1]

Reparameterization-based Methods

PointLoRA [50] CVPR 25 5.63 83.98 85.4
MoST [51] CVPR 25 5.81 84.42 86.0

Adapter-based Methods

DAPT [14] CVPR 24 5.65 83.87 85.7
PointGST [52] TPAMI 25 5.59 83.98 85.8

Prompt-based Methods

IDPT [13] ICCV 23 5.69 83.66 85.7
Point-PEFT [55] AAAI 24 5.62 83.10 85.1
PPT∗ [56] MM 25 5.62 83.45 85.5
GAPrompt [15] ICML 25 5.60 83.42 85.6
GAPrompt++ This Paper 5.51 83.61 85.9
Full Fine-Tuning - 27.06 84.91 86.3

Po
in

t-
FE

M
A

E
[6

]

Reparameterization-based Methods

PointLoRA [50] CVPR 25 5.63 83.69 85.6
MoST [51] CVPR 25 5.81 83.74 85.8

Adapter-based Methods

DAPT [14] CVPR 24 5.65 83.76 85.7
PointGST [52] TPAMI 25 5.59 84.04 86.0

Prompt-based Methods

IDPT [13] ICCV 23 5.69 83.75 85.8
Point-PEFT [55] AAAI 24 5.62 83.25 85.5
PPT [56] MM 25 5.62 83.64 85.6
GAPrompt [15] ICML 25 5.60 83.84 85.7
GAPrompt++ This Paper 5.51 84.09 86.1
Full Fine-Tuning - 27.06 84.57 86.1

Po
in

t-
PQ

A
E

[3
9]

Reparameterization-based Methods

PointLoRA [50] CVPR 25 5.63 83.34 85.5
MoST [51] CVPR 25 5.81 83.50 85.7

Adapter-based Methods

DAPT [14] CVPR 24 5.65 83.82 85.6
PointGST [52] TPAMI 25 5.59 83.57 85.7

Prompt-based Methods

IDPT [13] ICCV 23 5.69 83.44 85.5
Point-PEFT [55] AAAI 24 5.62 83.20 85.3
PPT [56] MM 25 5.62 83.51 85.5
GAPrompt [15] ICML 25 5.60 83.45 85.5
GAPrompt++ This Paper 5.51 83.69 85.8

C. Parameter-efficient Adaptation of Text or 2D Images Models

Beyond adapting point cloud pre-trained models to down-
stream tasks, GAPrompt++ further enables the use of pre-
trained models from other modalities, removing dependence on
costly 3D data collection [79], [80]. This demonstrates that our
prompting mechanism can unlock cross-modal representational
transfer.

As shown in Table IV, we evaluate text-only and image-only
pre-trained models such as DINOv3 [34] and the language
branch of CLIP [33]. Their backbone weights are frozen during
adaptation, and only the prompting modules, a lightweight point
cloud embedder, and a task head are trained. Direct full fine-
tuning of these models yields unsatisfactory performance for
point cloud classification, likely due to large modality gaps
and the lack of 3D priors. However, GAPrompt++ introduces
multi-granular geometric awareness through prompting, making
the adaptation much more effective.

Remarkably, the language branch of CLIP reaches 77.54%
accuracy on the uCO3D80 dataset using GAPrompt++, out-
performing its fully fine-tuned counterpart by 9.04%. This
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TABLE VI
COMPARISON WITH RECENT PARAMETER-EFFICIENT FINE-TUNING METHODS ON LARGE-SCALE SCENE SEMANTIC SEGMENTATION BENCHMARKS. RESULTS

ARE REPORTED ON S3DIS AREA-5, ScanNet VALIDATION SET, AND NuScenes VALIDATION SET.

Method Publication Param.(M) ↓ S3DIS Area-5 ScanNet Val NuScenes Val

mIoU↑ mAcc↑ allAcc↑ mIoU↑ mAcc↑ allAcc↑ mIoU↑ mAcc↑ allAcc↑

Point Transformer v3 [81] CVPR 24 124.8 73.4 78.9 91.7 77.6 85.0 92.0 80.4 87.2 94.7
Sonata (f.t.) [82] CVPR 25 124.8 76.0 81.6 93.0 79.4 86.1 92.5 81.7 87.9 95.0
Concerto (f.t.) [83] NeurIPS 25 124.8 77.4 85.0 93.2 80.7 87.4 93.1 82.0 88.1 94.6
Utonia (f.t.) [84] ICML 26 157.7 78.1 86.8 93.4 81.1 89.1 93.3 82.2 88.3 94.8

Concerto (lin.) [83] NeurIPS 25 0.2 73.5 81.3 90.9 77.3 86.6 91.7 74.2 83.2 93.3
w.PointLoRA [50] CVPR 25 1.9 75.2 82.4 90.1 79.5 87.0 92.2 76.1 84.2 93.3
w.PointGST [52] TPAMI 25 1.1 76.1 83.1 91.9 80.2 88.0 92.8 76.3 84.6 93.5
w.GEM [54] NeurIPS 25 1.8 76.2 83.2 91.6 80.3 88.1 93.0 77.6 85.7 93.7
w.GAPrompt [15] ICML 25 1.0 75.8 82.7 91.3 79.9 87.6 92.7 77.2 85.1 93.4
w.GAPrompt++ This Paper 1.0 76.5 83.3 92.3 80.5 88.3 93.1 78.6 86.7 94.3

Utonia (lin.) [84] ICML 26 0.2 74.7 81.2 91.5 77.7 87.0 91.9 75.5 84.8 93.7
w.PointLoRA [50] CVPR 25 2.1 76.3 83.3 92.1 79.8 87.9 92.6 78.5 86.0 93.6
w.PointGST [52] TPAMI 25 1.2 76.5 83.6 92.2 80.4 88.3 92.9 77.9 86.3 93.8
w.GEM [54] NeurIPS 25 1.9 77.0 83.9 92.6 80.3 88.2 92.8 78.8 87.1 94.2
w.GAPrompt [15] ICML 25 1.0 77.2 83.9 92.7 79.9 88.0 92.7 78.4 86.6 94.1
w.GAPrompt++ This Paper 1.0 78.0 84.4 92.8 80.6 88.6 93.1 80.0 87.7 94.7

indicates that the geometric cues injected through our prompting
design can compensate for missing 3D supervision, and in some
cases even rival specialized 3D pre-training. These results
highlight the potential of GAPrompt++ as a generic framework
for efficient cross-modal transfer into the 3D domain.

D. Experiments on the Part Segmentation Task

The point cloud segmentation task requires dense point-wise
predictions and thus serves as a strong indicator of fine-grained
perception capability. As shown in Table V, we evaluate our
method on the ShapeNetPart dataset, which is widely adopted
for object part segmentation. Following common practices [13],
we report mean intersection over union across classes (mIoUC )
and across instances (mIoUI ).

Our experiments consider three recent representative back-
bones, including ReCon [31], Point-FEMAE [6], and Point-
PQAE [39]. Although ShapeNetPart is close to saturation, with
rare methods [24] exceeding 87% mIoUI due to annotation
noise and intrinsic ambiguity, our approach still yields a
competitive performance of 86.1% mIoUI on Point-FEMAE.
We attribute this to the multi-granular prompting design,
which enhances geometric sensitivity and reinforces part-level
discrimination. It is also worth noting that the majority of
learnable parameters across all compared methods reside in the
segmentation head, with our prompt modules contributing only
a small additional parameter budget. Even under this setting,
GAPrompt++ retains the lowest number of additional trainable
parameters while preserving strong segmentation accuracy. This
further supports the efficiency and robustness of our prompting
framework when adapting to dense prediction tasks.

E. Experiments on Large-scale Scene Semantic Segmentation

To further validate the dense prediction capability of
GAPrompt++ beyond object-level part segmentation, we evalu-
ate it on large-scale scene semantic segmentation benchmarks,
including indoor datasets S3DIS [65] and ScanNet [57],
and the outdoor autonomous driving dataset NuScenes [66].
These benchmarks involve cluttered scenes with over 100K

TABLE VII
COMPARISONS OF PEFT METHODS FROM NLP AND 2D VISION ON THE

HARDEST VARIANT OF SCANOBJECTNN.

Method Domain Param.(M)↓ ScanObjectNN uCO3D80

Point-PQAE [39] - 22.1 89.56 73.54
w.Linear Probing - 0.3 83.19 63.78

w.Adapter [10] NLP 0.9 87.14 69.45
w.Prefix Tuning [8] NLP 0.7 85.59 67.22
w.BitFit [85] NLP 0.3 84.91 67.83
w.LoRA [86] NLP 0.9 86.11 68.34
w.DePT [47] NLP 0.3 84.05 67.42
w.FourierFT [87] NLP 0.3 83.70 66.51

w.VPT [12] 2D 0.4 85.93 67.25
w.AdapterFormer [48] 2D 0.9 87.47 69.80
w.BI-AdaptFormer [49] 2D 0.4 87.65 69.72
w.SSF [88] 2D 0.4 86.62 68.39
w.SCT [89] 2D 0.3 85.59 67.33
w.InsVP [9] 2D 1.3 87.47 68.97
w.VFPT [90] 2D 0.4 86.28 67.45

w.GAPrompt [15] 3D 0.6 89.70 73.95
w.GAPrompt++ 3D 0.6 90.63 74.53

points per sample, providing a more challenging setting for
assessing geometric understanding, scene-level generalization,
and scalability to large point clouds. Our experiments are
conducted with two representative self-supervised backbones,
Concerto [83] and Utonia [84].

As shown in Table VI, GAPrompt++ consistently out-
performs recent PEFT methods such as PointLoRA [50],
PointGST [52], and GEM [54] across all three datasets and both
scene-level backbones. In terms of mIoU, our method improves
over recent PEFT baselines by +0.3–1.0% on S3DIS [65],
+0.2% on ScanNet [57], and +1.0–1.2% on NuScenes [66],
while using only around 1.0M trainable parameters. Compared
with the previous GAPrompt [15], GAPrompt++ further de-
livers consistent gains across all three datasets. These results
indicate that the proposed multi-granular prompting design
effectively captures both local geometric cues and global scene
context, further supporting the robustness and scalability of
our framework for large-scale dense prediction tasks. Note that
large-scale scene segmentation is substantially more challenging
than object-level classification, due to denser point clouds and
larger model capacity. Current PEFT methods still cannot fully
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Fig. 6. Visualization of attention distributions induced by our fused multi-granular geometric prompts. Samples are obtained on the ModelNet40 dataset. Warm
colors correspond to higher attention scores.

surpass the adaptation capacity of full fine-tuning, which should
be further explored in future work.

F. Comparison with NLP and 2D Parameter-efficient Methods

To further highlight the necessity of multi-granular geometric
cues in prompting, we compare GAPrompt++ against parameter-
efficient tuning strategies originally developed for NLP and
2D vision. As shown in Table VII, all methods are evaluated
on recent Point-PQAE [39] using the PB T50 RS split of
ScanObjectNN and the uCO3D80 dataset. While these basic
PEFT techniques provide moderate gains over linear probing,
they still fall noticeably short of full fine-tuning, suggesting that
they lack the inductive bias needed to cope with the irregular
and anisotropic nature of point clouds.

In contrast, GAPrompt++ matches or even exceeds full
fine-tuning. By explicitly injecting multi-granular geometric
information, it preserves representation discriminability and
maintains adaptation stability, leading to consistently stronger
performance than transferred NLP or 2D PEFT approaches.

TABLE VIII
THE EFFECT OF COMPONENTS IN OUR GAPROMPT++.

Point Shift Prompter Keypoint Prompter Prompt Propagation ScanObjectNN uCO3D80

Linear Probing of Point-PQAE [39] (Baseline) 83.19 63.78

✓ - - 86.55 65.21
- ✓ - 85.83 66.42
- - ✓ 87.96 70.65
✓ ✓ - 88.62 69.85
✓ ✓ ✓ 90.63 74.53

Notably, these improvements are achieved with a comparable
number of trainable parameters. The compact Point Shift
Prompter extracts geometric cues directly from the point cloud
and keeps the overall design lightweight. Overall, the results
highlight the value of geometry-aware prompting for effective
parameter-efficient adaptation in 3D vision.

G. Ablation Study

We conduct ablation studies on PB T50 RS of ScanOb-
jectNN and uCO3D80 based on Point-PQAE [39] to investigate
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Fig. 7. Ablation results on hyperparameter settings. The settings highlighted by red dashed lines denote those used in our proposed approach.

TABLE IX
COMPARISON BETWEEN THE CONFERENCE-VERSION ARCHITECTURE AND THE PROPOSED TPAMI EXTENSION. THE BLUE SUBSCRIPTS DENOTE THE

PERFORMANCE IMPROVEMENTS OVER THE CORRESPONDING CONFERENCE-VERSION COUNTERPARTS.

Version Point Prompt Keypoint Prompter Point Shift Prompter Prompt Propagation ScanObjectNN ModelNet40 GSModel60 uCO3D80

Conference ✓ - - - 84.91 92.2 87.24 65.39
This Paper - ✓ - - 85.830.92↑ 92.70.5↑ 88.150.91↑ 66.421.03↑

Conference - - single-granular - 85.72 92.2 88.02 64.89
This Paper - - multi-granular - 86.550.83↑ 92.80.6↑ 89.271.25↑ 65.210.32↑

Conference - - - single-granular 86.53 92.6 89.56 68.93
This Paper - - - multi-granular 87.961.43↑ 93.20.6↑ 90.330.77↑ 70.651.72↑

Conference ✓ - single-granular single-granular 89.69 94.3 91.20 73.95
This Paper - ✓ multi-granular multi-granular 90.630.94↑ 94.60.3↑ 91.610.41↑ 74.530.58↑

the rationalization and effectiveness of our GAPrompt++.
Overall accuracy of classification is reported.

1) Effects of main components: As shown in Table VIII, we
quantify the contribution of each main component. Starting
from a linear probing baseline where only a lightweight task
head is trained, we sequentially add each module to assess
its contribution. As observed, the inclusion of each module
leads to consistent improvements. Introducing the Point Shift
Prompter yields the first gain by enabling instance-specific
point refinement and extracting multi-granular geometric cues.
Adding the Keypoint Prompter further improves performance
by emphasizing salient structures and fine-grained surface
variations. Their combination produces complementary benefits
greater than either individually. Finally, integrating Prompt
Propagation spreads geometric cues across network layers,
enabling the model to exploit both local and global structure.
Remarkably, the full configuration surpasses full fine-tuning,
indicating that geometry-aware prompting further enhances
adaptation capacity under a parameter-efficient paradigm.

2) Analysis on prompt attention distribution: We visualize
the attention distributions induced by our fused multi-granular
geometric prompts, randomly selecting instances per granularity,
as shown in Fig. 6. The results reveal that different prompt
granularities attend to distinct geometric cues. The fine-grained
prompts concentrate on localized structures such as edges,
corners, and small components, while coarse-grained prompts
emphasize overall topology and global shape contours. This
complementary behavior indicates that our prompting mecha-
nism effectively forms a hierarchical geometric understanding,
enabling the model to jointly capture local detail and global
semantics for more robust 3D representation learning.

3) Analysis on the shift scaling factor αs: As shown in
Fig. 7(a), we evaluate different settings of the shift scaling factor
αs, which determines the magnitude of point displacement.
Setting αs=0 removes point shift prompting entirely, leading
to a 0.78% performance degradation, confirming its necessity.

The sensitivity of this hyperparameter is relatively low, and
the best performance is obtained around αs=0.10, which we
adopt as the default setting.

4) Analysis on the keypoint prompt number K: Unlike
abstract prompt tokens, the instance-specific keypoint prompts
maintain explicit geometric correspondence with the input point
cloud. They guide the model toward salient local structures and
fine-grained surface variations, which is particularly beneficial
for inherently irregular and unstructured point cloud data. As
shown in Fig. 7(b), increasing the number of keypoint prompts
K initially leads to performance gains, indicating that richer
local geometric cues enhance adaptation. The gains become
saturated beyond a moderate value of K, indicating that a
compact prompt set already captures the most useful geometric
cues with strong discriminability.

5) Analysis on prompt injection I and fusion ratio βf :
As shown in Fig. 7(c), we analyze two aspects of the multi-
granular prompting mechanism, the manner of prompt injection
I and the geometric prompt fusion ratio βf . We evaluate two
injection strategies, including direct replacement and indirect
permutation of token positions. We further sweep different
fusion ratios βf under both settings to examine their interaction.
The results indicate that using permutation yields consistently
higher performance than direct replacement, and performance
peaks when βf is set to 0.5. This configuration introduces
controlled stochasticity during integration, which appears to
enhance robustness and stabilize optimization.

6) Analysis on bottleneck dimension r: In Prompt Propaga-
tion, a lightweight non-linear mapping is introduced to alleviate
feature over-smoothing induced by spatial propagation. We
therefore examine the influence of the bottleneck dimension
r, as shown in Fig. 7(d). The results show that setting
r = 12 offers the best balance between efficiency and
accuracy, achieving a peak score of 74.53. Although continually
increasing the dimension yields marginal improvement in
isolated cases, the gain is negligible relative to the additional
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Param.: 0.3M Acc: 83.19%

(a) Linear Probing

Param.:22.1M Acc: 89.56%

(b) Full Fine-tuning

Param.: 1.7M Acc: 88.62%

(c) IDPT

Param.: 0.7M Acc: 89.42%

(d) Point-PEFT

Param.: 1.1M Acc: 88.97%

(e) PPT

Param.: 0.6M Acc: 89.69%

(f) GAPrompt

Param.: 0.6M Acc: 90.63%

(g) GAPrompt++

Fig. 8. The t-SNE visualizations of test features on the PB T50 RS split of ScanObjectNN. The embeddings are obtained from the last block of a pre-trained
Point-PQAE [39] under different parameter-efficient adaptation strategies.
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Fig. 9. Ablation study analyzing the impact of different feature inputs fed into the downstream head and their contribution to performance.

TABLE X
ABLATION ON INSERTION LAYERS AND GRANULARITY SCHEDULE OF THE

MULTI-GRANULAR PROMPT FUSION STRATEGY.

Insertion Layers ScanObjectNN uCO3D80

1→4 90.22 73.98
1→6 90.63 74.53
1→8 90.43 74.36

6→12 89.95 73.87
1→12 90.51 74.28

Granularities G ScanObjectNN uCO3D80

(4, 1) 89.67 73.59
(4, 2, 1) 90.45 74.49
(8, 4, 1) 90.63 74.53
(16, 8, 2) 90.24 74.08

(16, 8, 4, 2) 89.22 73.21

computational cost. Hence, r = 12 is selected as the optimal
bottleneck dimension in our method.

7) Analysis on prompt token number P : As shown in
Fig. 7(e), we analyze the effect of the learnable prompt
token number P . When P is too small, the limited prompt
capacity restricts task-specific adaptation, leading to suboptimal
performance. Increasing P brings steady gains and reaches the
best performance at P=13. After that, the accuracy remains
relatively stable within a moderate range and only decreases
when excessive prompt tokens are introduced, likely due
to redundant prompt information. These results suggest that
GAPrompt++ is robust to the choice of P within a reasonable
range and supports strong performance across practical prompt-
token settings.

8) Ablation with the conference version: To quantify the
contribution of the extension, we conduct a component-
wise comparison with the conference-version architecture in
Table IX. Specifically, we replace the original Point Prompt,
single-granular Point Shift Prompter, and single-granular
Prompt Propagation with the Keypoint Prompter and their multi-
granular counterparts. The results show that each extension
consistently improves over its conference-version counterpart.
Replacing Point Prompt with Keypoint Prompter improves
performance on all datasets. The multi-granular Point Shift
Prompter also brings clear gains, especially on GSModel60,
where the improvement reaches 1.25%. The effect is more
evident for Prompt Propagation, where the multi-granular
version improves ScanObjectNN and uCO3D80 by 1.43% and
1.72%, respectively. These gains of GAPrompt++ are driven
by the proposed multi-granular geometric prompting paradigm

and its stronger geometric modeling capacity.
9) The t-SNE visualization of instance embeddings: Fig. 8

presents t-SNE [91] embeddings for linear probing, full
fine-tuning, IDPT, Point-PEFT, PPT, our GAPrompt, and
GAPrompt++ on the PB T50 RS split of ScanObjectNN. As
shown in Fig. 8(a), features from the pre-trained model exhibit
weak class separation due to the large domain gap between
synthetic ShapeNet pre-training data and real-world scans,
highlighting the need for downstream adaptation. With full
fine-tuning (Fig. 8(b)), class clusters become clearer as all
parameters are optimized. Fig. 8(c–g) further shows that
GAPrompt++ yields more compact and separable clusters than
other PEFT methods, while using significantly fewer trainable
parameters and achieving higher recognition accuracy.

10) Ablation on downstream head input: Fig. 9 analyzes
the effect of different feature inputs to the downstream head,
including the [CLS] token, max patch token, max prompt token,
and mean patch token. Empirically, the best performance arises
from combining the [CLS] token, max patch token, and mean
patch token (Fig. 9(d)). The [CLS] and max patch tokens
convey discriminative knowledge extracted by the pre-trained
model, while the mean patch token supplies global geometric
cues.

11) Ablation on multi-granular prompt fusion strategy: To
evaluate the effectiveness of injecting multi-granular geometric
prompts across the network hierarchy, we ablate on the prompt
insertion layers and granularity schedule G. As shown in Ta-
ble X, inserting prompts from shallow to mid-level layers (1�6)
achieves the best performance, indicating that early geometric
cues can be progressively refined through subsequent layers
while avoiding over-saturation in deeper blocks. Similarly,
the granularity schedule (8, 4, 1) yields the highest accuracy,
suggesting that a compact set of complementary scales provides
sufficient geometric diversity while keeping optimization stable.
Extremely sparse or overly dense granularity configurations
lead to inferior results, highlighting the importance of a
balanced hierarchical prompt design. Together, these results
validate the proposed fusion strategy and its role in effectively
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TABLE XI
EFFICIENCY COMPARISON ACROSS METHODS ON TRAINABLE PARAMETERS,

COMPUTATIONAL COST, LATENCY, AND MEMORY FOOTPRINTS.

Methods Param.(M) FLOPs(G) Latency(ms) Memory(GB)

Point-PQAE [39] 22.1 4.8 7.20 17.2

w.IDPT [13] 1.7 7.2 7.62 19.9
w.Point-PEFT [55] 0.7 7.0 10.33 19.8
w.PPT [56] 1.1 10.8 17.85 21.3
w.PointGST [52] 0.6 4.8 7.94 17.7
w.PointLoRA [50] 0.8 8.7 15.09 19.4
w.GAPrompt [15] 0.6 5.0 8.15 17.8
w.GAPrompt++ 0.6 5.0 8.32 17.5

Utonia [84] 157.7 50.2 211.15 14.1

w.PointLoRA [50] 2.1 55.4 487.91 15.2
w.PointGST [52] 1.2 52.6 1173.45 14.4
w.GEM [54] 1.9 53.4 291.79 14.6
w.GAPrompt [15] 1.0 51.1 257.85 14.2
w.GAPrompt++ 1.0 51.3 264.97 14.2

propagating multi-granular geometry through the network.
12) Efficiency Analysis: To better assess the practical cost

of GAPrompt++, we compare different PEFT methods in
terms of trainable parameters, FLOPs, inference latency, and
memory footprint. For ScanObjectNN classification with Point-
PQAE [39], all methods are evaluated with batch size 32 and
8 data-loading workers, and we report the average inference
latency over the full test set together with the peak GPU
memory. For S3DIS scene segmentation with Utonia [84], we
use batch size 1 and load one scene with 100K points at
each iteration. Under the Point-PQAE setting, GAPrompt++
remains highly lightweight with 0.6M trainable parameters and
5.0G FLOPs and the latency is only 8.32 ms, corresponding
to a throughput of over 100 FPS. Under the Utonia setting,
GAPrompt++ uses only 1.0M trainable parameters, with 51.3G
FLOPs, 264.97 ms latency, and 14.2 GB memory. This
corresponds to nearly 4 FPS when processing large-scale scenes
with 100K points. Its overhead over GAPrompt remains small,
while the overall efficiency is stronger than other methods [50],
[52], [54]. These results show that the proposed multi-granular
prompting design maintains favorable efficiency in both object-
level classification and large-scale scene segmentation settings.

H. Experiments on Outdoor 3D Object Detection

To examine the generalizability of GAPrompt++ beyond
classification and segmentation, we further conduct outdoor
3D object detection experiments on the large-scale NuScenes
autonomous driving benchmark [66] with Utonia [84] as
backbone and FCAF3D [92] as detector. Following the standard
NuScenes evaluation protocol, we report the mean Average
Precision (mAP) and the nuScenes Detection Score (NDS) to
measure detection performance. Detection is a fundamental
perception component in embodied and autonomous driving
systems, as it requires localizing object instances from large-
scale outdoor point clouds before downstream planning or
interaction. Therefore, this setting provides a practical and
task-oriented testbed for evaluating the transferability of our
geometry-aware prompting framework.

As shown in Table XII, GAPrompt++ achieves the best
performance among parameter-efficient tuning methods, reach-
ing 66.8 mAP and 70.6 NDS with only 15.5M trainable

TABLE XII
EXPERIMENTS ON 3D OBJECT DETECTION ON THE NuScenes BENCHMARK

FOR AUTONOMOUS DRIVING SCENARIOS.

Methods Publication Param.(M) mAP NDS

Full Fine-Tuning - 151.7 67.0 71.5

U
to

ni
a

[8
4]

+F
C

A
F3

D
[9

2] Reparameterization-based Methods

PointLoRA [50] CVPR 25 17.6 64.4 66.0
MoST [51] CVPR 25 17.2 64.8 66.5

Adapter-based Methods

DAPT [14] CVPR 24 16.8 64.5 67.8
PointGST [52] TPAMI 25 16.1 65.1 68.5

Prompt-based Methods

Point-PEFT [55] AAAI 24 17.7 64.3 67.4
PPT [56] MM 25 19.0 63.1 66.5
GAPrompt [15] ICML 25 15.5 64.9 68.2
GAPrompt++ This Paper 15.5 66.8 70.6

TABLE XIII
TRAINING DETAILS OF DOWNSTREAM ADAPTATION DATASETS.

(a) Object-level datasets.

Dataset ScanObjectNN ModelNet40 ShapeNetPart GSModel60 uCO3D80

Optimizer AdamW AdamW AdamW AdamW AdamW
Learning rate 0.0005 0.0005 0.0002 0.0005 0.0005
Weight decay 0.05 0.05 0.05 0.05 0.05
Scheduler cosine cosine cosine cosine cosine
Training epoch 400 400 400 400 400
Warmup epoch 10 10 10 10 10
Batch size 32 32 32 32 32
Point number 2048 1024 2048 2048 2048
Patch number 128 64 128 128 128
Patch size 32 32 32 32 32

(b) Scene-level datasets.

Dataset S3DIS ScanNet NuScenes Seg. NuScenes Det.

Optimizer AdamW AdamW AdamW AdamW
Learning rate 0.002 0.002 0.002 0.0005
Weight decay 0.02 0.02 0.02 0.0001
Scheduler cosine cosine cosine cosine
Training epoch 100 100 100 24
Warmup epoch 2 2 2 1
Batch size 4 4 4 4
Voxel size 0.01m 0.01m 0.01m 0.075m
Patch size 1024 1024 1024 1024

parameters. Compared with GAPrompt [15], the proposed
extension improves detection accuracy by +1.9 mAP and +2.4
NDS, and it also surpasses strong PEFT baselines such as
PointGST [52] by +1.7 mAP and +2.1 NDS. GAPrompt++
also remains close to the full fine-tuning reference while using
a much smaller adaptation budget. These results suggest that
our method can scale to broader large-scene 3D perception
tasks in real-world autonomous driving scenarios.

I. Training Detail

We adopt downstream adaptation configurations in alignment
with the pioneering work Point-MAE [73] for object-level
experiments and Utonia [84] for the outdoor detection setting.
The detailed configurations are provided in Table XIII. Given
that Point-FEMAE [6] and PointPQAE [39] extend Point-
MAE with several additional modules, we follow the approach
of DAPT [14] by only loading pre-trained weights into a
Point-MAE model for efficient fine-tuning, while excluding
the residual components of ReCon and Point-FEMAE, which
also reduces the computation overhead in Table II. For scene-
level segmentation, both Concerto and Utonia are adapted
using Point Transformer v3 for adaptation, while the outdoor
detection setting follows the Utonia+FCAF3D configuration.
All experiments are conducted on GeForce RTX 5090 cards
using PyTorch 2.8.0.
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VII. CONCLUSION

In this paper, we present GAPrompt++, a multi-granular
geometry-aware prompting framework for parameter-efficient
adaptation of pre-trained 3D vision models. We demonstrate
that explicitly modeling instance-specific geometric cues is
key to strengthening geometric awareness within prompting.
To this end, we further advance point-level prompting with
hierarchical geometric priors and an improved propagation
mechanism that jointly enrich prompt expressiveness and
structural alignment. Extensive experiments across synthetic
and real-world benchmarks, including two newly curated
datasets, validate the effectiveness and generality of our
framework. Moreover, GAPrompt++ demonstrates cross-modal
adaptability, providing a practical pathway to leverage pre-
trained models from text and 2D vision domains for 3D
understanding while reducing reliance on large-scale point
cloud supervision.
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