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Abstract. Self-supervised contrastive learning aims to extract discriminative in-

formation from data by conducting instance-level contrastive analysis. However, 

this approach is limited by stochastic data augmentation techniques, which may 

result in either trivial augmentations that fail to enhance the contrastive model or 

excessive augmentations that impede model convergence. To address these, re-

cent studies have explored the use of Reinforcement Learning (RL) to develop 

dataset-specific data augmentation strategies by leveraging pre-trained models in 

a supervised manner. Nevertheless, these methods are heavily dependent on the 

quality of the pre-trained models and are not well-suited for unsupervised learn-

ing scenarios. Data augmentations generated by these methods are dataset-spe-

cific and remain static during training, which leads the model to converge to a 

local optimum. Thus, we propose a novel approach that frames the task of iden-

tifying effective data augmentations for contrastive learning as a game, thereby 

transforming the parameter tuning problem into a policy search task that aligns 

with RL. Building on this, we introduce an online self-supervised framework de-

signed to generate challenging yet convergent self-supervised contrastive tasks. 

We evaluate the proposed method on multiple datasets for visual self-supervised 

representation learning and empirically demonstrate that our approach achieves 

significant performance improvements at most 1.2%. 

Keywords: Contrastive Learning, Self-Supervised Learning, Reinforcement 

Learning. 

1 Introduction 

Due to their demonstrated empirical efficacy, contrastive learning approaches have 

gained significant traction as a prominent methodology for acquiring visual represen-

tations in a self-supervised framework [1, 2, 3, 4, 5]. Within the domain of computer 

vision, self-supervised contrastive learning techniques have been shown to surpass the 

performance of established supervised benchmarks in key tasks such as object detection 

and image classification [6, 7]. 
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Fig. 1. Comparison between stochastic augmentations and RCL data augmentations.  

Contrastive learning fundamentally hinges on two critical components [8]: the se-

lection of similar positive pairs (𝑥⋆, 𝑥+) and dissimilar negative pairs (𝑥⋆, 𝑥−), where 

𝑥⋆  represents the anchor sample, while 𝑥+  and 𝑥−  denote the positive and negative 

samples, respectively. The training objective, typically formulated as noise-contrastive 

estimation (NCE) [9, 10], trains the feature extractor f(⋅) to cluster positives and repel 

negatives in latent space. However, learning efficiency depends critically on pair selec-

tion: overly similar positives or inherently distant negatives provide weak training sig-

nals, limiting discriminative power [4, 11]. To address this challenge, recent method-

ologies have sought to impose stronger constraints on the contrastive learning para-

digm. DebiasedCL [12] and HardCL [13] improves contrastive learning via weighted 

sampling of informative pairs, inspired by positive-unlabeled learning [14, 15]. How-

ever, their reliance on stochastic data augmentations fundamentally limits gains. While 

MetAug [4] and RandAugment [16] introduce feature-level or constrained augmenta-

tions, they still suffer from a key weakness: unreliable augmentation quality. Neverthe-

less, these approaches still depend on stochastic data augmentations, which inherently 

suffer from a critical limitation: the informativeness of the augmented inputs generated 

through stochastic methods cannot be guaranteed. This is because such approaches pro-

duce trivial augmentations that fail to provide meaningful learning signals, thereby lim-

iting the effectiveness of the model. The examples in Fig. 1 substantiate this assertion. 

To tackle the intrinsic challenges present in current methods for enhancing data aug-

mentations, we propose an online approach specifically designed for the self-supervised 

representation learning paradigm, termed Reinforcement Contrastive Learning 

(RCL). By framing the task of identifying optimal data augmentations as a game, we 

transform the parameter tuning challenge into a policy search problem, aligning natu-

rally with the principles of RL. RCL employs a Reinforced Data Augmentation Gen-

erator (RAG) to produce augmented images in a self-supervised manner. Central to 

this framework is the conceptual definition of delicate data augmentations for contras-

tive learning, which are designed to introduce meaningful challenges into the training 

process, thereby enhancing the robustness and discriminative power of self-supervised 

visual representations. To achieve this, RAG employs a hierarchical agent structure 

with a highly organized action space. The main agent, functioning as the high-level 

agent, oversees the selection of data augmentation types, while each sub-game agent, 

acting as the low-level agent, generates the parameters for the chosen augmentation 

type. During the augmentation process, the main agent first selects a data augmentation 

type, and the corresponding sub-game agent then produces the parameters, resulting in 

the final augmented images. Recognizing that features better represent the state of im-

ages and the current contrastive model compared to raw images, we utilize features 
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extracted by the backbone network as the state for each agent rather than the original 

images. This approach not only aligns with the intuitive understanding of feature rep-

resentations but also reduces computational costs. Additionally, we introduce a task-

free reward function based on InfoNCE loss [1, 17], enabling our method to operate 

without requiring pre-trained models or annotated data. It is important to note that RAG 

and the backbone network are trained iteratively until convergence, ensuring that the 

data augmentations generated by RAG evolve dynamically alongside the training of the 

backbone network. Since RAG operates on the features of individual images, the re-

sulting augmentations are instance-oriented rather than dataset-oriented. Our key con-

tributions are as follows: 

1. We propose a self-supervised reinforcement contrastive learning approach RCL 

to address the challenges existing in data augmentation improvement methods. 

2. We propose the reinforced data augmentation generator RAG to generate in-

stance-level data augmentations, which are dynamically updated, aligning with 

the training of the backbone network. 

3. Empirical results demonstrate that RCL generates nontrivial augmented sam-

ples (at most 1.2%), which contributes to the challenging while convergent con-

trastive task. 

2 Related Works 

2.1 Self-Supervised Contrastive Learning 

Contrastive learning [39, 41, 43] aims to learn a representation space where anchor 

points are close to positives and distant from negatives. Noise Contrastive Estimation 

(NCE) [17] treats each instance as a unique class to address computational challenges. 

SimCLR [6, 8] uses augmented views of the same image as positives and other images 

as negatives, benefiting from larger batch sizes. MoCo [3, 18] and CMC [1] accumulate 

negatives in a memory bank for efficient contrastive learning. BYOL [2] and SimSiam 

[7] forego negatives, instead relying on dual networks or stop-gradient techniques. Un-

like these methods, our proposed learnable data augmentation policy mitigates the in-

stability caused by stochastic augmentations. 

2.2 Data Augmentation with RL 

RL [38, 40, 42] enables agents to make sequential decisions to maximize cumulative 

rewards. Based on optimization methods, RL techniques are generally categorized into 

value-based methods [45, 46] and policy-gradient methods [19, 20]. 

Several studies [21, 22, 23, 24, 25, 26] leverage RL to automate data augmentation. 

Smart Augmentation [21] combines same-class samples to boost generalization. Auto-

Augment [22] uses an RNN to find optimal policies, while PBA [23] evolves them 

during training. Fast AutoAugment [24] discovers strategies post-training using unseen 

data. Adversarial AutoAugment [25] speeds up training with dataset augmentations, 

and Deep AutoAugment [26] replaces defaults with fully automated searches. 
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Fig. 2. The framework of RCL. An image Ii is fed into RAG to generate the anchor sample 𝑥⋆ 

and the positive sample 𝑥+. Other images {𝐼𝑗 , … } in the same minibatch are processed by RAG 

to generate negative samples {𝑥−}. Then, we extract features {ℎ} of the augmented data {𝑥}. The 

contrastive model is trained by the contrastive loss. Given a feature ℎ𝑖, the main agent selects a 

data augmentation type according to the feature ℎ𝑖. The corresponding sub-game agent generates 

the parameters of specific data augmentation type, which derives a temporary augmented image 

𝑥𝑡in the procedure. Such process is iterated in 𝑇 times to get the final augmented image xT. 

3 Method 

3.1 A Game of Finding Delicate Data Augmentation 

In this section, we introduce a RL framework designed to identify effective data aug-

mentation strategies for contrastive learning. Given an input image 𝑰, our objective is 

to generate an augmented sample that introduces an appropriate level of challenge to 

the training process. The generation process can be formally defined as follows: 

𝑥𝑇 = 𝐴(𝑰);   𝐴 = 𝐴1 ∘ … ∘ 𝐴𝑛, (1) 

where ∘ denotes function composition, and 𝐴𝑖 represents a specific data augmentation 

process. Unlike existing methods [1, 2, 7, 8, 18] that rely on stochastic augmentations, 

our approach employs multiple delicate data augmentations, which are learned and op-

timized through a RL framework. This ensures that the augmentations are tailored to 

enhance the contrastive learning process effectively. 

3.2 Reinforcement Contrastive Learning 

The overall framework of RCL is illustrated in Fig. 2. Given a set of input images 

𝐼𝑖 , 𝐼𝑗 , …, the RAG module produces refined augmented variants of each image. Both the 

main agent and the sub-game agents leverage features extracted from these images to 

inform their data augmentation strategies over a sequence of T steps.  

State Space: The primary challenge is constructing a meaningful state space from 

high-dimensional raw images. Thus, we introduce a parameter-sharing encoder to ex-

tract image features, which is related to the state space. The state at time-step 𝑡 is for-

mulated as follows: 

𝑠𝑡 = ℎ𝑡 = 𝑓(𝑥𝑡), (2) 
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where 𝑓(⋅) denotes the encoder of the contrastive model, 𝑥𝑡 represents the input image 

at time step 𝑡, and ℎ𝑡 corresponds to the feature representation extracted from 𝑥𝑡. At 

each time step, the feature ℎ𝑡 = 𝑓(𝑥𝑡) is computed and subsequently used as input by 

both the main agent and the sub-game agents. This feature-based representation not 

only preserves task-relevant information but also significantly reduces computational 

complexity due to its lower dimensionality compared to raw pixel inputs. 

Table 1. The action space of each agent. 

Agent Agent Type Action Type Range 

Main Main Discrete 0-ResiezedCrop, 1-Fliping 

ResizedCrop Sub-game Continuous [Top_pos, Bottom_pos, Left_pos, Right_pos] 

Fliping Sub-game Discrete 0-Flip, 1-None 

 

Fig. 3. Agent training framework. At step 𝑡, the feature ℎ𝑡 of the image 𝑥𝑡−1 is extracted by the 

contrastive model 𝑓(⋅), i.e., the feature extractor. Then, the feature ℎ𝑡 is fed into the actor and 

critic network. The actor network output the augmentation policy 𝑎𝑡, and the critic network esti-

mates the value of 𝑎𝑡. The augmented image 𝑥𝑡 is generated by the augmentation policy 𝑎𝑡. In 

addition, the reward 𝑟𝑡 is computed based on the InfoNCE loss. 

Action Space: We employ a suite of data augmentation operations, each character-

ized by parameters of varying types and magnitudes. The resulting action space is 

highly structured and poses substantial challenges for exploration. To mitigate this 

complexity, we adopt a hierarchical RL framework that decomposes the raw action 

space into more tractable subspaces. Specifically, this framework comprises a main 

agent responsible for selecting the augmentation type and a set of sub-agents generates 

the parameters, respectively. This hierarchical decision process is illustrated in Fig. 3, 

with the corresponding action space formally detailed in Table 1. 

Reward Function: A central challenge is designing an effective reward signal that 

accurately reflects the quality of augmentations and facilitates efficient policy learning. 

In this work, we investigate the role of prior knowledge in the data augmentation task 

and introduce a reward function that is independent of pre-trained models. Our pro-

posed reward function can be broadly applicable across different datasets, thereby en-

hancing generalizability and encouraging richer exploration during augmentation. 

The reward function encourages the agent to explore diverse augmentation strategies. 

It guides the agent to generate nuanced positives that differ significantly from the an-

chor image, making the contrastive task more challenging, while negatives are crafted 

to appear visually like the anchor at first glance, increasing task difficulty and 
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promoting better convergence. To this end, we introduce a novel reward function 

grounded in a bounded variant of the InfoNCE objective, as followed.  

𝑟𝑡 =
1

|𝛽ℒ𝑁
InfoNCE(ℎ) − 𝛽ℒ𝑁

InfoNCE(ℎ𝐴)|
, (3) 

where 𝑟𝑡 is the reward function, ℎ is the feature extracted by encoder 𝑓θ from the orig-

inal image 𝐼, ℎ𝐴 is the feature extracted by encoder 𝑓θ from the augmented image 𝑥𝑇, 

𝛽 is a hyperparameter, and ℒ𝑁
InfoNCE is the InfoNCE loss function: 

ℒ𝑁
InfoNCE = − log

 x (   (𝒉⋆, 𝒉+))

∑  x (   (𝒉⋆, 𝒉𝒌))𝑁
𝑘=1

(4) 

The formulation of Equation 3 and the selection of the hyperparameter 𝛽 play a piv-

otal role in constraining the training objective of the RAG module, thereby ensuring 

stable convergence during learning. In summary, the proposed reward function pro-

vides two key advantages: (1) it operates in a fully self-supervised manner, eliminating 

the dependence on task-specific labels or supervised learning signals, and thus enables 

agent training without additional annotation overhead; and (2) it effectively guides the 

model toward globally optimal solutions by promoting informative and discriminative 

data augmentations within the contrastive learning framework. 

4 Experiments 

In this section, we evaluate the performance of our proposed RCL approach against 

established baseline methods and conduct a series of ablation experiments. 

4.1 Main Experiments 

To demonstrate the performance of RCL, we conduct experiments evaluating Top-1 

accuracy on the image classification task across four datasets: STL-10 [29], CIFAR-10 

[30], CIFAR-100 [30], and Tiny-ImageNet [32]. The baselines for comparison include 

state-of-the-art methods from recent years, such as CMC [1], SimCLR [8], MoCo-v2 

[18], Barlow Twins [36], BYOL [37], SwAV [33], DINO [34], ESSL [35].  

The experimental results are summarized in Table 2. We integrate RCL with four 

representative SOTA—CMC, SwAV, DINO, and ESSL. Across all configurations, the 

incorporation of RCL consistently yields competitive or superior performance. Nota-

bly, RCL+ESSL achieves the highest accuracy on CIFAR-10 (84.8%), CIFAR-100 

(51.7%), and Tiny-ImageNet (34.3%), while RCL+DINO attains the best result on 

STL-10 (87.4%). Overall, the results highlight the potential of RCL as a versatile aug-

mentation framework that can be seamlessly integrated with existing methods to 

achieve improved performance. 

Table 2. Classification performance on four image datasets. 

Methods Epochs STL-10 CIFAR-10 CIFAR-100 Tiny-ImageNet 

CMC 500 81.1 73.9 46.9 18.3 

SimCLR 500 72.9 69.5 31.4 24.2 

MoCo-v2 500 80.1 65.7 43.2 21.3 
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BarlowTwins 500 85.5 83.0 51.1 32.7 

BYOL 500 83.7 50.6 26.2 32.3 

SwAV 500 85.1 79.6 49.4 32.9 

DINO 500 85.8 80.3 50.2 33.5 

ESSL 500 86.1 84.3 51.1 32.0 

RCL + CMC 500 81.7 74.3 47.3 20.7 

RCL + SwAV 500 86.5 80.3 51.0 34.0 

RCL + DINO 500 87.4 80.4 50.6 33.6 

RCL + ESSL 500 87.3 84.8 51.7 34.3 

4.2 Effectiveness of RAG and Time Complexity Analysis  

To validate the hypothesis that a slightly elevated InfoNCE loss can benefit the training 

of contrastive models, we design a controlled toy experiment. Specifically, given an 

input image 𝑰, we first compute its current InfoNCE loss with the original view, denoted 

by ℒ 𝐼𝑛𝑓𝑜𝑁𝐶𝐸(𝐼). We then apply stochastic data augmentation 𝑁 = 20 times to generate 

a set of augmented images {𝐼𝑖
𝐴}𝑖=1

𝑁 . To guide the selection of a challenging but informa-

tive augmentation, we introduce a hyperparameter 𝛽 = 1.5. The selected image 𝐼𝑥𝐴 for 

contrastive learning is determined as: 

𝐼𝐴 =   g   n
𝐼𝑖
𝐴

|𝛽ℒInfoNCE(𝑓(𝑰𝑖)) − ℒInfoNCE (𝑓(𝑰𝑖
𝐴))| (5) 

Training with slightly higher InfoNCE loss samples helps the contrastive model es-

cape poor local minima and learn stronger representations. Table 3 compares three set-

tings: (1) standard training, (2) training with Slightly Larger Loss Samples (SLLS), and 

(3) training with our RCL framework. SLLS boosts performance by selecting harder 

augmentations but causes instability and high cost. In contrast, RCL maintains both 

efficiency and robustness. Fig. 4 shows RAG's reward curve convergence, with shaded 

areas representing standard deviation. 

For complexity perspective, RCL exhibits a time complexity of 𝑂(𝑛) over 𝑀 epi-

sodes with 𝑇 steps per episode, Nevertheless, the use of light agent models and low-

dimensional feature representations ensures the added overhead remains manageable. 

 
Fig. 4. Training reward curves of RAG module. 

Table 3. Time complexity and Top1 Acc of CMC, CMC+SLLS and RCL on STL-10. 

Methods Time Cost Top1 Acc 
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CMC 1.000 81.07 

CMC + SLLS 14.408 81.45 

CMC + RAG 3.166 81.67 

4.3 Comparison to Other Types of Data Augmentation 

RCL uses RL to dynamically optimize augmentation strategies for each image, unlike 

AugMix [44] and AutoAugment, which apply fixed or stochastic policies. RCL tailors 

augmentations based on each image's characteristics and training context, enabling 

more context-aware transformations that preserve semantic consistency and improve 

contrastive learning. This adaptability enhances robustness and generalizability com-

pared to static policies. As shown in Table 4, RCL outperforms AutoAugment and 

AugMix, achieving the highest performance with CMC as the base architecture. 

Table 4.  Top1 Acc of RCL, AutoAugment and AugMix on Tiny-ImageNet. 

Methods RCL AutoAugment AugMix 

CIFAR10 20.7 18.9 20.1 

4.4 Ablation Study on The Game Training Epochs  

To examine the trade-offs between performance, cost, and training scale, we vary train-

ing epochs (game size) across [50, 75, 100, 125]. As shown in Fig. 5, computational 

time increases linearly with epochs (Fig. 5a), while top-1 accuracy shows diminishing 

returns, rising from 80.5% to 82.5% with a flattening trend (Fig. 5b). Error bars indicate 

moderate variance across runs. 

 

Fig. 5. Time complexity from a range of different game training epochs (a) and the perfor-

mance from a range of different game training epochs (b). 

Given the trade-off between rising computational cost and slowing performance 

gains, we choose 100 training epochs as the optimal setting. This strikes a balance be-

tween efficiency and performance, avoiding the steep resource cost of minimal im-

provements beyond this point—a choice aligned with typical cost-benefit considera-

tions in resource-limited settings. 

4.5 Visualizations of Data Augmentation 

T   llu t  t   CL’    v nt g  , Fig. 6 compares images from stochastic augmentations 

and RAG. Stochastic methods often retain irrelevant backgrounds and sometimes 
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remove key foreground features. In contrast, RAG gradually removes background clut-

ter while preserving essential structures—for instance, keeping the full car shape or the 

  t’        nt  t. B        v ng         n t v     tu     n    lt   ng  ut     l v nt con-

tent, RCL produces more effective augmentations for contrastive learning, leading to 

better performance. 

 

Fig. 6. Data Augmentation Visualization. 

5 Conclusions 

To address key limitations in current self-supervised contrastive learning, we frame 

augmentation selection as a game, turning parameter tuning into a policy search prob-

lem. This leads to an online approach that seeks challenging yet convergent contrastive 

tasks. Experiments across multiple datasets show that RCL significantly outperforms 

state-of-the-art methods in visual representation learning. 
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