
7796 IEEE TRANSACTIONS ON PATTERN ANALYSIS AND MACHINE INTELLIGENCE, VOL. 47, NO. 9, SEPTEMBER 2025

Long Short-Term Knowledge Decomposition and
Consolidation for Lifelong Person Re-Identification

Kunlun Xu , Zichen Liu , Xu Zou , Member, IEEE, Yuxin Peng , Senior Member, IEEE, and Jiahuan Zhou

Abstract—Lifelong person re-identification (LReID) aims to
learn from streaming data sources step by step, which suffers from
the catastrophic forgetting problem. In this paper, we investigate
the exemplar-free LReID setting where no previous exemplar is
available during the new step training. Existing exemplar-free
LReID methods primarily adopt knowledge distillation to transfer
knowledge from an old model to a new one without selection,
inevitably introducing erroneous and detrimental information that
hinders new knowledge learning. Furthermore, not all critical
knowledge can be transferred due to the absence of old data,
leading to the permanent loss of undistilled knowledge. To address
these limitations, we propose a novel exemplar-free LReID method
named Long Short-Term Knowledge Decomposition and Consol-
idation (LSTKC++). Specifically, an old knowledge rectification
mechanism is developed to rectify the old model predictions based
on new data annotations, ensuring correct knowledge transfer.
Besides, a long-term knowledge consolidation strategy is designed,
which first estimates the degree of old knowledge forgetting by
leveraging the output difference between the old and new models.
Then, a knowledge-guided parameter fusion strategy is developed
to balance new and old knowledge, improving long-term knowledge
retention. Upon these designs, considering LReID models tend to
be biased on the latest seen domains, the fusion weights generated
by this process often lead to sub-optimal knowledge balancing. To
settle this, we further propose to decompose a single old model
into two parts: a long-term old model containing multi-domain
knowledge and a short-term model focusing on the latest short-term
old knowledge. Then, the incoming new data are explored as an un-
biased reference to adjust the old models’ fusion weight to achieve
backward optimization. Furthermore, an extended complemen-
tary knowledge rectification mechanism is developed to mine and
retain the correct knowledge in the decomposed models. Exten-
sive experimental results demonstrate that LSTKC++ significantly
outperforms state-of-the-art methods by large margins.

Index Terms—Lifelong learning, person re-identification,
knowledge distillation, knowledge rectification.
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I. INTRODUCTION

P ERSON re-identification (ReID) aims to retrieve the person
of interest from a collection of images [1]. Numerous

investigations [2], [3] have observed that ReID models trained
on a specific dataset often perform poorly when confronted with
new datasets. This limitation has sparked increasing interest
in lifelong person re-identification (LReID), which focuses on
continuously learning short-term knowledge from a stream of
temporarily accessible datasets [4] to accomplish long-term
knowledge accumulation. Similar to other lifelong learning
tasks [5], the challenge of catastrophic forgetting emerges as
a critical obstacle in LReID [6]. To handle this issue, several
LReID approaches [7], [8], [9] aim to retain exemplars from
the old datasets as the rehearsal of historical knowledge for
the learning of new models. However, this solution inevitably
impedes data privacy and suffers from heavy computational
overheads. Therefore, in this paper, we concentrate on a more
practical but challenging LReID setting where no exemplars can
be preserved for new model learning, known as exemplar-free
LReID.

In addition to exemplar preservation, a majority of existing
LReID approaches [4], [9], [10] strive to alleviate catastrophic
forgetting through knowledge distillation, primarily aimed at
ensuring output consistency between the old and new models
utilizing the given new data. However, as is shown in Fig. 1 (a),
due to the domain gaps between different datasets, the old model
can generate erroneous predictions on the new data because the
long-term historical knowledge is biased and erroneous for the
new domain. Indiscriminately distilling the knowledge from the
old model to the new one will inevitably cause the accumulation
of erroneous and detrimental knowledge, interfering with the
new knowledge acquisition. Moreover, due to the absence of
old data, it is hard to comprehensively distill all the informative
knowledge from the old model, and the undistilled old knowl-
edge is forgotten permanently. This oversight leads to severe
forgetting of old knowledge in the long run.

To address the above issues, we propose a novel exemplar-free
LReID approach termed Short-Term Knowledge Decomposi-
tion and Consolidation (LSTKC++). Our main idea is to design
the LReID solution from two perspectives: During training with
the new data, rectify the erroneous knowledge of the old model to
avoid its interference in acquisition. Once the training is finished,
the parameters of the new and old models are adaptively fused
to improve long-term knowledge consolidation. Specifically,
as illustrated in Fig. 1(b), by rectifying the output of the old
model, the erroneous historical knowledge can be filtered out and
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Fig. 1. (a) Existing LReID methods distill the long-term knowledge from the
old model to the new model without selection, where the erroneous knowledge
is also transferred to the new model, degrading the short-term new knowledge
learning. Moreover, the undistilled long-term knowledge will be forgotten
permanently. (b) Our proposed method rectifies the erroneous knowledge in
the old model predictions, ensuring correct knowledge transfer to facilitate new
knowledge learning. Furthermore, our approach actively balances the acquired
long-term and short-term knowledge, enhancing average performance across
diverse domains.

the learned new model will mainly contain correct knowledge.
Besides, by balancing the old and new knowledge after the new
model training, the historical and new knowledge can be better
integrated to improve the average performance across various
domains.

To achieve this, a Rectification-based Short-Term Knowl-
edge Transfer (R-STKT) module is introduced to recognize
and rectify the old model prediction based on the new data
annotation. Besides, after the new model training, an Estimation-
based Long-Term Knowledge Consolidation (E-LTKC) module
is developed to estimate the degree of old knowledge forgetting
based on the output difference between the old and new models.
Then, a knowledge-guided model fusion strategy is designed to
adaptively generate a fusion weight to balance the new and old
knowledge. Furthermore, considering that LReID models tend
to be biased on the latest seen domains and the old data are
inaccessible, the old knowledge forgetting degree is hard to es-
timate, leading to suboptimal knowledge balancing. Therefore,
we further aim to rectify the model fusion weight of the previous
learning step to enhance long-term knowledge retention.

As shown in Fig. 2, we decompose a single old model into a
long-term old model containing multi-domain knowledge and a
short-term model primarily containing the short-term knowl-
edge of the previous step. Based on the decomposition, an
Old Knowledge Backward Rectification module is accordingly
designed to utilize the new data as an unbiased reference to adjust
the old models’ fusion weight, achieving backward optimization
of old knowledge consolidation. Furthermore, an extended Com-
plementary Short-Term Transfer module is developed to mine
the complementary information within the decomposed models,
enhancing the retention of correct old knowledge. Moreover,

Fig. 2. (a) Maintaining a single old model is a popular choice that supports
forward knowledge balance in our framework. (b) We propose to decompose a
single old model into a long-term old model and a short-term old model. The
backward balance is enabled to achieve better old knowledge consolidation.
Besides, the complementary knowledge of the two decomposed old models can
be mined to enrich the maintained correct knowledge.

we introduce a Relation Similarity-guided Long-Term Consol-
idation module that exploits new and old models to generate a
robust inference model. Its effectiveness is demonstrated by the-
oretical analysis. Extensive experimental results show that our
LSTKC++ significantly outperforms the state-of-the-art LReID
methods on various benchmarks.

To sum up, the contributions of this paper are as follows: (1)
A novel exemplar-free LReID method LSTKC++ is proposed,
which introduces a new paradigm that conducts old knowl-
edge rectification and adaptive knowledge balancing to mitigate
catastrophic forgetting. (2) An old knowledge decomposition
mechanism is introduced, based on which a backward rectifica-
tion module is developed to optimize old knowledge consolida-
tion and a complementary knowledge mining strategy is intro-
duced to promote the utilization of correct old knowledge. (3)
Thorough theoretical justifications and experimental analyses
demonstrate the effectiveness of our proposed LReID model. (4)
Extensive experiments demonstrate that our LSTKC++ requires
less computational and storage overhead but outperforms the
state-of-the-art LReID method by large margins.

This manuscript is an extension of our previous conference
paper [11]. In this study, we have made extensive extensions
including (1) Considering the limited knowledge balancing ca-
pacity when maintaining a single old model, we propose to
decompose the single old model into a long-term old model and
a short-term old model, where the long-term and short-term old
knowledge are disentangled for more comprehensive utilization
and consolidation. (2) To fully utilize the decomposed old mod-
els, an Old Knowledge Backward Rectification mechanism and
a Complementary Short-Term Transfer module are developed to
further enhance knowledge balancing and rectification capacity.
Besides, a Relation Similarity-guided Long-Term Consolidation
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module is introduced to obtain a robust inference model based
on the available short-term and long-term models. (3) Compre-
hensive theoretical analyses are provided in Section IV, along
with validation experiments to verify the effectiveness of our al-
gorithm. (4) Beyond the two LReID orders evaluated in [11], we
further evaluate our method on five additional challenging orders
to demonstrate its robustness. (5) More ablation studies and de-
tailed analyses, including learning trends, computational/storage
resource overhead, and ablation studies on module effectiveness,
are presented in Section V.

II. RELATED WORK

A. Person Re-Identification

Person Re-Identification (ReID) aims to justify whether the
given images from distinct cameras, times, and locations contain
the same person [12], [13], [14], [15], [16]. In the past twenty
years, ReID has been extensively studied in a close setting, where
the scenes and cameras of the test data are identical to the training
ones [17], [18], [19], [20], [21]. While such a training setting
yields strong performance on seen known scenes and cameras, it
often exhibits significant performance degradation when applied
to novel scenes and devices due to domain gaps, limiting the
practical deployment of existing ReID models [22], [23], [24],
[25]. To settle this, some works focused on the Unsupervised
Domain Adaptation (UDA) problem [16], [26], [27], [28], [29],
[30], [31], where a labeled source dataset and an unlabeled target
dataset are given to update the model. However, UDA only
considers adapting to a single target domain and neglects the
practical scenario that new domains emerge continually in the
surveillance systems. Therefore, the model should be equipped
with the capacity to learn continually and perform well on
both newly incoming and historically seen domains to handle
the diverse test environments [4], [7]. Such a challenging and
practical task is called Lifelong Person Re-Identification.

B. Lifelong Person Re-Identification

LReID has drawn increasing attention in recent years [4],
[7], [8], [9], [11]. Similar to other lifelong learning tasks [32],
[33], [34], the catastrophic forgetting problem is also the main
challenge, which indicates that the model performance on his-
torical datasets will degrade seriously when the model is trained
on new ones [35], [36], [37], [38]. To overcome this problem,
various methods [7], [8], [9], [39] have been proposed, which
can be mainly categorized into two branches: data replay-based
methods and knowledge distillation-based methods.

The data reply-based approaches aim to mitigate knowledge
forgetting by storing and replaying exemplars from historical
domains [7], [8], [9], [40]. GwFReID [7] reserved two ex-
emplars for each seen identity and designed exemplar-based
representation/distribution coherence constraints to force the
model to maintain historical knowledge. PTKP [8] stored 500
images of 250 randomly selected identities for each seen do-
main. The exemplars are utilized to guide the model to mine
inter-domain shared information. KRKC [9] was inspired by
the biological process of human cognition and proposed an

exemplar-based knowledge refreshing scheme to accomplish
knowledge consolidation. Although exemplar-based methods
achieved remarkable performance on anti-forgetting [41], they
tended to hinder data privacy and incur substantial compu-
tational and exemplar-storing overheads [42], [43]. There-
fore, in this paper, we focus on the non-exemplar LReID
setting to avoid privacy and memory/computing expansion
issues.

The knowledge distillation-based (KD) methods [4], [10],
[11], [42] tried to address the catastrophic forgetting problem
by forcing the new model to generate consistent outputs with
the old model. AKA [4] was one of the pioneering works that
introduced Knowledge distillation into the LReID task. A logit
distillation strategy was adopted to constrain the new model to
generate the same classification distribution as the old model.
PatchKD [10] designed a patch distillation module that can
recognize the important regions of the image and distill the
patch logits within such regions. MRN [42] emphasized the
crucial role of Batch Normalization (BN) in data distribution
shifting and proposed reconciliation normalization to constrain
the learning of BN layers. Besides, a balanced knowledge distil-
lation loss was proposed to handle the long-tailed distribution of
person data, reinforcing the learned knowledge of tail identities.
DKP [39] proposed the distribution-aware prototype to store the
previous domain information and introduced a prototype-based
knowledge distillation strategy to mitigate forgetting. CKP [44]
focused on lifelong person re-identification in the presence of
label noise. A weighted knowledge distillation loss is proposed
to preserve clean knowledge from previous domains while ac-
tively forgetting noisy knowledge. Apart from the above non-
exemplar LReID methods, some exemplar-based approaches,
e.g., PTKP [8] and KRKC [9], also adopt knowledge distillation
as an auxiliary strategy to alleviate the catastrophic forgetting
problem.

Although KD has been widely acknowledged as an effective
anti-forgetting strategy, it suffers from two main drawbacks.
1) Due to the domain gaps, some knowledge acquired from
the old model may be erroneous for the new domain. When
erroneous knowledge is typically treated equally with correct
knowledge during KD, the learning of the new model can be
misled. 2) When employing KD strategies, only the knowledge
that can be reflected in the new data is distilled. In contrast, the
knowledge that cannot be manifested in the features of the new
data is inevitably forgotten, causing a dramatic loss of long-term
knowledge. In this paper, we address the above drawbacks by
rectifying the erroneous historical knowledge during training
and adaptively balancing long-term and short-term knowledge
to achieve a better trade-off.

Different from data reply-based and knowledge distillation-
based methods, the recently proposed PAEMA [45] introduced
a prompt-based approach, incorporating a prompt difference-
guided model reparameterization algorithm to balance
knowledge acquisition and forgetting. However, as PAEMA
is specifically designed for the vision transformer backbone,
its adaptability to other architectures, particularly CNNs, is
limited. In contrast, our proposed method is backbone-agnostic,
making it applicable to a wide range of architectures.
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C. Class Incremental Learning

Class incremental learning (CIL) [46], [47], [48], [49] is a
popular lifelong learning task that aims to learn to recognize se-
quentially occurring new classes, which is similar to the LReID
task that learns to recognize incoming new identities as the new
domain shows up. Therefore, the CIL algorithms can be readily
applied to the LReID task [4], [39], [50]. However, there exists a
fundamental distinction between CIL and LReID. Specifically,
during the testing phase, CIL models are evaluated using data
from known classes [46], [51], whereas LReID models are
evaluated on new identities that are not included in the training
data [8]. Consequently, CIL approaches primarily focus on
handling seen classes, whereas LReID methods emphasize the
ability to distinguish novel identities. Therefore, CIL methods
typically achieve suboptimal performance in the LReID task [4],
[39]. In this paper, we investigate relation-based knowledge
rectification and distillation, enhancing the retention of correct
knowledge in the LReID task.

D. Knowledge Rectification

Knowledge rectification aims to filter and rectify erroneous
knowledge in a given model or knowledge proxy [52], [53].
RKR [52] proposed to learn additional trainable parameters
to rectify the weights of a pre-trained classification model.
Liu et. al. [53] proposed to rectify the historical prototypes to
diminish the cross-class bias instead of using fixed prototypes.
The most similar work to this paper is DKR [54], which recti-
fies the image-text matching relation for continual cross-modal
retrieval. Specifically, the one-to-one labeled pairs are utilized
to recognize and rectify the erroneous matching knowledge.
However, for LReID, each sample has a set of matching in-
stances [1]. The one-to-set matching nature leads to a more com-
plex inter-instance relation structure, requiring the algorithm to
comprehensively consider the multiple inter-instance relations
to prevent severe structure distortion.

III. PROPOSED METHOD

A. Problem Definition and Notations

In LReID, the training datasets from different domains are
provided step by step. When the current data are obtained, the
data of previous and later steps are unavailable [4], [10]. More
specifically, the training data consists of a stream of T datasets
D = {Dt}Tt=1 where each Dt = {(xi, yi)}nt

i=1 contains nt im-
ages xi and corresponding identity labels yi. During testing, to
verify the acquisition and anti-forgetting capacity of the method,
the final model is evaluated on a series of T testing datasets
Dte = {Dte

t }Tt=1 collected from all the seen domains. Besides,
to verify the generalization capacity of the model, additional U
datasets Dun = {Dun

i }Ui=1 from unseen domains are tested.
During the t-th training step, the trained model is named Θs

t

which mainly contains the short-term new knowledge, and Θt

denotes the inference model, which is generated by fusing Θs
t

and an old model. Besides, we also define a long-term modelΘl
t,

which indicates a backward rectified model storing balanced
knowledge of previous t-1 (t ≥ 2) domains. The network of

each model contains a backbone and an identity classifier, e.g.,
the backbone and classifier of the model Θs

t are denoted as ψs
t

and φst , respectively. Given an input image x, ψs
t converts x into

a feature vector v ∈ Rd, where d is the feature dimension. Then
φst takes v as the input and generates identity predictions.Rt,R

s
t

andRl
t are the inter-instance affinity matrix extracted byΘt,Θ

s
t

and Θl
t, respectively. R̃t−1 denotes an affinity matrix generated

by the rectification process. ΔRt is the absolute difference of
two affinity matrices. The element (Rt)ij denotes the i-th row,
j-th column of the matrixRt, with the same indexing convention
applied to the other matrices. sp and sn are the thresholds
to evaluate the relation prediction correctness of person pairs
with the same identities and different identities, separately. σ is
the softmax function. δt is a scalar representing the extent of
knowledge discrepancy between the new and old models.

B. Long Short-Term Knowledge Consolidation

In this section, we present a basic version of our LSTKC++,
named Long Short-Term Knowledge Consolidation (LSTKC),
which is introduced in our conference paper [11]. As shown in
Fig. 3, LSTKC consists of two LReID models, a Rectification-
based Short-Term Knowledge Transfer module Mr and an
Estimation-based Long-Term Knowledge Consolidation mod-
uleMe.

1) New ReID Knowledge Learning: The learnable parameters
of ψt and φt in the new model Θs

t are optimized by a cross-
entropy loss:

LID = −y log (σ(φt(x;ψt))) , (1)

where y is the identity label of x.
Furthermore, to enhance the discriminative capacity of the

model, a normalization-guided Triplet loss [55] is adopted:

LTri = log(1 + exp(‖ va − vp ‖22 − ‖ va − vn ‖22)), (2)

where v is generated from v with L2-normalization, and
〈va, vp, vn〉 is a triplet set [18]. Therefore, the overall loss of
the new ReID knowledge learning process is:

LBase = LID + γLTri, (3)

where γ is a hyperparameter to balance two components.
In this paper, we adopt the training of a single model using the

new data under the supervision ofLBase as the baseline, termed
Mb in the subsequent sections.

2) Rectification-based Short-Term Knowledge Transfer: In
this section, we focus on rectifying the erroneous knowledge of
the old model and distilling the rectified knowledge to the new
model. In the following, the process of knowledge representa-
tion, short-term knowledge rectification, and rectified knowledge
transfer are introduced sequentially.

Knowledge Representation: A core function of LReID mod-
els is to assess the identity relations between different person
images. In light of this, we introduce a pairwise relation matrix
to effectively capture and represent the knowledge embedded
within the LReID models. Specifically, during training step
t (t > 1), given a batch of data I = {(xt,i, yt,i)}Bi=1 where B
is the batch size. Θs

t extracts a feature matrix Vs
t ∈ RB×d
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Fig. 3. The overall pipeline of our proposed LSTKC. (a) and (b) are the old and new models, respectively. (c) is the Rectification-based Short-Term Knowledge
Transfer module that performs Short-Term Knowledge Rectification (STKR) to the affinity matrix predicted by the old model, and then distills the rectified
knowledge to the new model. (d) is the Estimation-based Long-Term Knowledge Consolidation module that evaluates the knowledge difference between the new
and old models to achieve a balance between new and old knowledge. (e) is the illustration of the Short-Term Knowledge Rectification procedure.

from I. Then L2 normalization is adopted to transform Vs
t

into V
s
t . A pair-wise similarity matrix Ss

t ∈ RB×B is calculated
by Ss

t = V
s
t · (Vs

t )
�, which is utilized to obtain the pair-wise

relation matrix Rs
t ∈ RB×B through affinity calculation:

(Rs
t )ij =

exp((Ss
t )ij/τ)∑B

k=1 exp((S
s
t )ik/τ)

, (4)

where τ is a temperature hyper-parameter to scale the similarity
scores. Equation (4) is a softmax-like function that maps each
row of similarity scores into a relation score vector, which
reflects the overall affinity between xt,i and other images of
I.

In addition, to represent the knowledge of the old modelΘt−1,
we feed the image batch I to Θt−1 to obtain the pair-wise
relation matrix Rt−1 following the above process.

Short-Term Knowledge Rectification: The identification of
erroneous predictions is based on two principles: (a) For a given
instance, its affinity with instances of the same ID should be
higher than the maximum affinity with instances of other IDs.
(b) For a given instance, its affinity with instances of different
IDs should be lower than the minimum affinity with instances of
the same ID. These principles enable the detection of erroneous
intra-ID relation scores and erroneous inter-ID relation scores,
respectively.

To achieve this, we first propose a Threshold Mining strat-
egy to support erroneous relation identification. As shown in
Fig. 3 (c), for the i-th row in Rt−1, we obtain the negative
threshold sn by:

sn = min{(Rt−1)ij}Bj=1 w.r.t : yi = yj . (5)

Similarly, the positive threshold sp is obtained by:

sp = max{(Rt−1)ij}Bj=1 w.r.t : yi �= yj . (6)

For example, in Fig. 3, instances A1 and A2 share the same ID,
and B1, B2, B3 belong to a different ID. Thus, the negative
and positive thresholds for the first row are calculated as sn =
min{s1, s2} and sp = max{s3, s4, s5} respectively.

Next, we propose a Threshold-based Rectification strategy to
correct erroneous relation scores. Specifically, the lower bound
of intra-ID relation scores is set to sp, and the upper bound of
inter-ID relation scores is limited to sn. Thus the rectified matrix
R̃t−1 is then obtained by applying the following rules:

(R̃t−1)ij =
{
max{(Rt−1)ij , sp} w.r.t : yi = yj
min{(Rt−1)ij , sn} w.r.t : yi �= yj

(7)

Then, to ensure the rows of the rectified relation matrix comply
with the probability distribution, we apply L1 normalization to
each row of R̃t−1.

Rectified Knowledge Transfer: To distill the rectified old
relation knowledge to the new model Θt, we adopt Kullback
Leibler divergence (KL divergence), which is calculated by:

LKL =
1

B

B∑
i=1

KL((R̃t−1)i
∣∣∣∣(Rt)i). (8)

3) Estimation-based Long-Term Knowledge Consolidation:
In this section, we aim to enhance knowledge consolidation
by fusing the models of different stages. Instead of using fixed
fusion parameters, we propose adaptively balancing the new and
old knowledge based on the knowledge difference estimation of
the new and old models.

Knowledge-guided Model Fusion: We use Θt−1 and Θs
t to

process all the training data, the resulting relation matrices are
noted as Rt−1 and Rs

t , respectively. As is shown in Fig. 3 (d),
we first compute the element-wise absolute difference between
Rt−1 and Rs

t , denoted as ΔRt ∈ Rnt×nt . This difference is
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Fig. 4. The overall pipeline of our LSTKC++ framework. A short-term old model Θs
t−1 and a long-term old model Θl

t−1 are adopted. First, the Complementary
Short-Term Transfer module transfers the complementary and rectified knowledge of Θs

t−1 and Θl
t−1, which is obtained by the Complementary Short-Term

Knowledge Rectification (C-STKR) strategy, to the new model Θs
t . Then, the Old Knowledge Backward Rectification module is adopted to search the optimal

model fusion weight, resulting in an updated long-term model Θl
t. Finally, a Relation Similarity-guided Long-Term Consolidation module is developed to generate

the model Θt for inference.

then summarized into a scalar δt by:

δt =
1

nt

nt∑
i=1

⎛
⎝ nt∑

j=1

(ΔRt)ij

⎞
⎠ , (9)

where
∑nt

j=1 Δ(Rt)ij evaluates the knowledge difference re-
flected on image xt,i, and 1

nt

∑nt

i=1(·) calculates the average
knowledge difference reflected by all images of Dt. Thus δt
represents the overall knowledge discrepancy betweenΘt−1 and
Θs

t . Then, the final model Θt in step t is obtained by:

Θt = (1− δt)Θs
t + δtΘt−1, (10)

where δt serves as a weight balancing the short-term new knowl-
edge and long-term historical knowledge.

4) Training and Inference: For the first training step, LBase

is directly adopted as the loss to obtain the model Θ1. For the
subsequent steps, the old model Θt−1 and the new data Dt are
utilized to learnΘs

t , the total training loss function is formulated
as

L = LBase + λLKL, (11)

where λ is a weight to balance the plasticity and stability of the
Θs

t . When the training is finished, we adoptMe to fuse Θt−1
and Θs

t to derive the output model Θt.
During inference, the final model ΘT is used to extract image

features for person ranking.

C. Long Short-Term Knowledge Decomposition and
Consolidation

In this section, we introduce the Long Short-Term Knowledge
Decomposition and Consolidation method, LSTKC++, which
builds upon the LSTKC framework with the same backbone and
ReID knowledge learning loss. Consequently, in Fig. 4, we omit
the ReID loss and the affinity calculation process for clarity. As

shown in Fig. 4, instead of maintaining a single old modelΘt−1,
we adopt a long-term old modelΘl

t−1 and a short-term old model
Θs

t−1. To fully exploit the knowledge from both models, enhance
the balance of old knowledge, and improve the robustness of the
final model, we introduce the following three modules:

1) Complementary Short-Term Transfer: Complementary
Short-Term Transfer module (M∗

r) extends the previously intro-
ducedMr module. As shown in Fig. 4(a), during the new model
training, Θs

t−1 and Θl
t−1 are leveraged to generate the relation

matrix Rs
t−1 and Rl

t−1 respectively. Then, a Complementary
Short-Term Knowledge Rectification (C-STKR) strategy is de-
veloped to utilize the complementary knowledge encoded in
Rs

t−1 and Rl
t−1 to improve knowledge rectification.

Specifically, we utilize the STKR strategy described in (Sec-
tion III-B) to rectify the Rs

t−1 and Rl
t−1, resulting in R̃

s

t−1
and R̃

l

t−1. In Fig. 4(d), the originally erroneous relation scores,
which are rectified by the STKR module, are highlighted in
light purple, whereas the correct relation scores that remain
unchanged are marked in green. For each element in R̃

s

t−1
and R̃

l

t−1, the following complementary rectification strategy is
implemented: (1) When both models provide correct or incorrect

relation scores, [(R̃
s

t−1)ij + (R̃
l

t−1)ij ]/2 is preserved. (2) If
one model predicts the relation score correctly and the other
incorrectly, only the correct score is retained. The resulting
rectified matrix, R̃t−1, is used to compute the knowledge transfer
loss, as defined in (8). Besides, the overall loss of LSTKC++
follows the same formulation as in (11).

2) Old Knowledge Backward Rectification: The Old Knowl-
edge Backward Rectification module (M∗

o) aims to obtain a
rectified fusion weight of the old models to achieve better
acquisition and forgetting balance. The fusion process under
an arbitrary parameter αt−1 can be written as

Θf
t = (1− αt−1)Θs

t−1 + αt−1Θl
t−1, (12)
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Algorithm 1: Old Knowledge Backward Rectification
(M∗

o).

Input: Training data Dt = {xi, yi}nt
i=1. Long-term old

model Θl
t−1 and short-term old model Θs

t−1 which are
provided by step t-1.

Output: Long-Term old model Θl
t of step t.

1: best_mAP=0;
2: α∗t−1=0;
3: for αt−1 ← 0 to 1 interval 0.1 do
4: Θf

t−1 = (1− αt−1)Θs
t−1 + αt−1Θl

t−1, (12);
5: Extract features F = {fi}nt

i=1 of {xi}nt
i=1 with

Θf
t−1;

6: Taking F as the query and gallery to execute
ranking;

7: Calculate ranking mAPt according to
Y = {yi}nt

i=1;
8: if mAPt >best_mAP then
9: α∗t−1 = αt−1;
10: best_mAP=mAPt;
11: end if
12: end for
13: Θl

t = (1− α∗t−1)Θs
t−1 + α∗t−1Θ

l
t−1, (14)

where Θf
t is the fused model. Since the new data Dt is unseen

during Θl
t−1 and Θs

t−1 training, it can serve as an unbiased
reference to evaluate the fused models. Therefore, the optimal
weight α∗t−1 can be obtained by the following function:

α∗t−1 = argmaxRanking(Θf
t−1, Dt), (13)

where Ranking(Θf
t−1, Dt) denotes using Θf

t−1 to extract the
features of instances in Dt and computing the ranking perfor-
mance. In this paper, we adopt the mAP [18] as the ranking
metric. Practically, we obtain α∗t−1 with a simple linear search.
Finally, the updated long-term knowledge model is accom-
plished by:

Θl
t = (1− α∗t−1)Θs

t−1 + α∗t−1Θ
l
t−1. (14)

The overall process of theM∗
o module is shown in Algorithm 1.

3) Relation Similarity-guided Long-Term Consolidation: Re-
lation Similarity-guided Long-Term Consolidation (M∗

e) is an
extension of the Me module, aiming to achieve a superior
new-old model fusion weight prediction. Although (9) provides
a solution to generate model fusion weight, we theoretically
(Section IV) prove that (9) is sensitive to the domain gaps
between datasets. As the domain gap between new and old
datasets is large, (9) can generate a fusion weight exceeding 1.0,
which leads to the degraded performance of the fused model.
Therefore, we propose an improved strategy to obtain δt.

In the previous section,M∗
o provides a long-term old knowl-

edge model Θl
t containing abundant knowledge of previous

t− 1 domains. To predict the appropriate weight to fuse Θl
t

and Θs
t , we first obtain the relation matrices Rl

t ∈ Rnt×nt and
Rs

t ∈ Rnt×nt generated by Θl
t and Θs

t . Then, the old model

Algorithm 2: Training Process of LSTKC++.

Input: Training data stream D = {Dt}Tt=1. ImageNet
pretrained model Θ0.

Output: Inference model of each training step Θt.
1: for t← 1 to T do
2: if t=1 then
3: Θs

1=Mb(Θ0, Dt), Fig. 3(b) and (3);
4: Θ1=Θs

1;
5: else if t=2 then
6: Θs

2=Mr(Θ1, Dt), Fig. 3(c);
7: Θl

2=Θs
1;

8: Θ2=M∗
e(Θ

l
2,Θ

s
2, Dt), Fig. 4(c);

9: else
10: Θs

t=M∗
r(Θ

l
t−1,Θ

s
t−1, Dt), Fig. 4(a);

11: Θl
t=M∗

o(Θ
l
t−1,Θ

s
t−1), Fig. 4(b);

12: Θt=M∗
e(Θ

l
t,Θ

s
t , Dt), Fig. 4(c);

13: end if
14: end for

weight is calculated by:

δt = 1− 1

nt

nt∑
i=1

< (Rs
t )i, (R

l
t)i >, (15)

where < (Rs
t )i, (R

l
t)

s
i > denotes the dot product between the

vectors (Rt)i and (Rl
t)i, reflecting the similarity of cross-

instance relations predicted by Θs
t and Θl

t. Finally, the model
for inference, i.e., Θt, is obtained by

Θt = (1− δt)Θs
t + δtΘ

l
t. (16)

4) Training and Inference: For LSTKC++, when t = 1, the
model is trained with LBase directly, i.e., utilizingMb. When
t = 2, the same knowledge rectification strategy and loss func-
tion from LSTKC are applied, andΘl

2 share the same parameters
withΘs

1. When t ≥ 2, the model updates with the pipeline shown
in Fig. 4. The overall training process of LSTKC++ is visualized
in Algorithm 2. During inference, the final modelΘT is adopted
to extract human features.

IV. THEORETICAL ANALYSES AND JUSTIFICATIONS

Q1: What is the influence of model fusion on knowledge
consolidation in lifelong learning?

After the lifelong learning procedure with T steps, according
to (10), the final model ΘT could be represented as:

ΘT = (1− δT )Θs
T + δT ((1− δT−1)Θs

T−1 + · · · )
= βTΘ

s
T + βT−1Θs

T−1 + · · ·+ β1Θ
s
1, (17)

where βt = (1− δt)
∏T

i=t+1 δi, and δ1 = 0 (because Θ1 is
directly learned without fusion process). It is evident that the
final model is equivalent to a weighted fusion of all previous
models that assures long-term knowledge accumulation.

Q2: Why δt is used as the old model weight instead of 1− δt?
Taking the LSTKC framework as the example, at learning

step t, the old model Θt−1 retains knowledge from previous
t-1 steps, while the new model Θs

t primarily focuses on the
t-th step. To mitigate catastrophic forgetting on the historical
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Fig. 5. Performance with δt and 1− δt as old model weight.

t-1 steps which is the majority of learned knowledge, a larger
weight δt is assigned to Θt−1 when the knowledge difference is
more significant as in (10), thereby achieving a better balance
between acquisition and forgetting. To verify this, we conducted
two experiments that exploit δt and 1− δt as the weights of the
old modelΘt−1 separately. The results in Fig. 5 demonstrate that
using δt as the old model weight achieves significantly superior
overall performance than 1− δt.

Q3: The difference between model knowledge difference cal-
culation strategies (9) vs. (15)

Since each row r ∈ Rnt of the relation matrices is generated
through a softmax-like function, r is a non-negative vector that
satisfies: {∑nt

j=1 rj = 1

0 ≤ rj ≤ 1
, (18)

where rj is the j-th element of r.
Denote de(r(1), r(2)) is the absolute difference between two

relation vectors r(1) and r(2), which can be derived as follows:

de(r
(1), r(2)) =

nt∑
i=1

|r(1)i − r
(2)
i |

≤
nt∑
i=1

(|r(1)i |+ |r(2)i |) =
nt∑
i=1

r
(1)
i +

nt∑
i=1

r
(2)
i = 2. (19)

Since (9) calculates the average absolute difference across dif-
ferent rows of Rs

t and Rl
t which could be written as δt =

1
nt

∑nt

i=1 de((R
s
t )i − (Rl

t)i) ≤ 2. Thus, δt can be higher than
1 when the domain gap between the new and old dataset is
significant, leading to a negative weight to the new model.

Besides, denote ds(r(1), r(2)) is the similarity between two
relation vectors r(1) and r(2), which satisfies:{
ds(r

(1), r(2)) =
∑nt

i=1 r
(1)
i r

(2)
i ≤∑nt

i=1 r
(1)
i

∑nt

i=1 r
(2)
i = 1

ds(r
(1), r(2)) =

∑nt

i=1 r
(1)
i r

(2)
i ≥∑nt

i=1 0 = 0
.

(20)

In (15), the average similarity difference across different rows
of Rs

t and Rl
t is calculated, which can be expressed as δt =

1− 1
nt

∑nt

i=1 ds((R
s
t )i − (Rl

t)i) ∈ [0, 1]. This formulation en-
sures that δt derived from (15) prevents sign inversion in Θs

t

during model fusion. Consequently, it enhances the robustness

Fig. 6. The δt predicted by (9) and (15) in LSTKC++. Five different dataset
orders are adopted.

Fig. 7. Performance of different δt calculation strategies.

of the fusion model when facing large inter-step domain gaps,
performing more reliably than (9).

We visualize the δt predicted by (9) and (15) in Fig. 6, where
we test five different dataset orders and calculate δt starting
from the second step in each training order. The visualized
results confirm that the predictions from (15) (red curves) are
more stable. Additionally, Fig. 7 demonstrates consistent LReID
performance improvement when substituting (9) with (15). This
improvement is attributed to the large domain gap between
different datasets. Besides, due to the LSTKC++ framework’s
use of two old models, which introduce more diverse knowledge
and result in a larger knowledge gap between the new model Θs

t

and fused long-term model Θl
t in some conditions. Hence, a

more stable δt prediction strategy is more effective.

V. EXPERIMENTS

A. Datasets and Evaluation Metrics

Datasets: We conducted all experiments on the widely-
used LReID benchmark [4], which consists of 12 datasets.
Among them, five datasets (Market-1501 [1], DukeMTMC [56],
CUHK-SYSU [57], MSMT17-V2 [16], and CUHK03 [58]) are
adopted as seen domains for LReID training and anti-forgetting
evaluation. The remaining seven datasets (CUHK01 [59],
CUHK02 [60], VIPeR [61], PRID [62], i-LIDS [63], GRID [64],
and SenseReID [65]) are unseen during training and only used
for generalization evaluation. Note that the LReID benchmark
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Fig. 8. ID and image number statistics of seen and unseen domains in LReID benchmark.

selects 500 identities from each seen dataset for training. Typ-
ically, two training orders are adopted to simulate different
LReID scenarios1,2. The statistical information of all the above
datasets is shown in Fig. 8. For each dataset, the “train” subset is
used for lifelong training, and the “query” and “gallery” subsets
are only used for evaluation.

Evaluation Metrics: Following the evaluation settings of the
existing LReID methods [4], [10], we calculate mean Average
Precision (mAP) and Rank@1 (R@1) accuracy on each dataset
and use the average of mAP and R@1 results on the seen and
unseen datasets to evaluate the overall performance of the LReID
models.

B. Implementation Details

Following the previous LReID works [4], [10], we adopt
ResNet-50 [66] as our backbone. For both training orders, the
first dataset is trained for 80 epochs and the subsequent datasets
are trained for 60 epochs. The SGD optimizer with a momentum
of 0.9 is used for model optimization. The learning rate is set
to 8× 10−3 initially with 0.1 decay at the 30th epoch. The
input images are resized to 256× 128 with random cropping,
erasing, and horizontal flipping augmentation. The batch size is
set to 64, with 8 identities and 8 images for each identity. The
hyperparameters γ, τ , and λ are set to 1, 0.1, and 1, respectively.
Our implementation is based on PyTorch. All experiments are
conducted on a single NVIDIA 4090 GPU. In theM∗

o module
of LSTKC++, the linear search is conducted by sampling from
0 to 1 with an interval of 0.1.

C. Comparison Methods

For a thorough evaluation, we compare the proposed LSTKC
and LSTKC++ with two kinds of state-of-the-art methods: Class
Incremental Learning (CIL) methods (LwF [50], SPD [67],
PRD [68], PRAKA [69], and FCS [70]) and Non-exemplar
LReID approaches (CRL [71], AKA [4], PatchKD [10], Con-
RFL [41], MEGE [72], CKP [44] and DKP [39]). Because
different persons can be regarded as different classes, existing

1(Order-1) Market-1501→CUHK-SYSU → DukeMTMC→MSMT17→
CUHK03

2(Order-2) DukeMTMC → MSMT17→Market-1501→CUHK-SYSU →
CUHK03

state-of-the-art non-exemplar CIL methods can be readily com-
pared in the task of LReID. Besides, the JointTrain, which indi-
cates aggregating all available training data to jointly train the
model, is also reported. Usually, JointTrain results are regarded
as the upper-bound performance of LReID models [72]. For a
fair comparison, all compared experimental results follow the
official publications or are implemented with the official codes.

D. Seen-Domain Non-Forgetting Evaluation

The performance of our LSTKC/LSTKC++ and the existing
methods on the seen domains are reported in Tables I and II, fol-
lowing dataset order-1 and order-2, separately. We also calculate
the average performance on all seen domains (Seen-Avg) in the
tables. The best and second best results are marked in RED and
BLUE, respectively.

Compared to CIL Methods: As is shown in Tables I and II, our
LSKTC and LSTKC++ outperform all CIL methods with at least
4.6%/6.1% Seen-Avg mAP/R@1 improvement. Especially, our
LSTKC++ achieves the best performance on all datasets except
for CUHK03 under both training orders. These superior results
underscore the effectiveness of our LSKTC and LSTKC++ in
addressing the LReID problem. This is because our models focus
on consolidating the inter-instance relation knowledge, which is
the essence of ReID, while the CIL methods focus on handling
the semantic drift across learning steps. Due to semantic drift not
necessarily affecting person-matching results, some constraints
used in CIL not only fail to effectively improve the LReID
performance but also limit the new knowledge-learning capacity
of the model. Among the CIL methods, PRAKA outperforms our
LSTKC and LSTKC++ on the last training dataset CUHK03.
This is because PRAKA adopts soft constraints on the new
model. As a result, PRAKA achieves better performance on the
last dataset but experiences significant forgetting on the histor-
ical datasets. In contrast, our LSTKC and LSTKC++ models
better consolidate inter-instance discriminative knowledge due
to the relation-based knowledge rectification and transfer design.

Compared to LReID Methods: In Tables I and II, our
LSTKC++ outperforms state-of-the-art DKP by 3.4%/2.6% and
2.7%/1.5% Seen-Avg mAP/R@1 on training order-1 and order-
2, respectively. Considering DKP adopts about twice more pa-
rameters and GPU memory cost compared to our LSTKC++ as
shown in Table V, our LSTKC++ is more effective and efficient.

Authorized licensed use limited to: Peking University. Downloaded on September 21,2026 at 01:45:08 UTC from IEEE Xplore.  Restrictions apply. 



XU et al.: LONG SHORT-TERM KNOWLEDGE DECOMPOSITION AND CONSOLIDATION FOR LIFELONG PERSON RE-IDENTIFICATION 7805

TABLE I
TRAINING ORDER-1: MARKET-1501→ CUHK-SYSU→ DUKEMTMC→MSMT17→ CUHK03

TABLE II
TRAINING ORDER-2: DUKEMTMC→MSMT17→MARKET-1501→ CUHK-SYSU→ CUHK03

TABLE III
ABLATION STUDY ON COMPONENTS OF LSTKC AND LSTKC++

TABLE IV
ABLATION ON CHOICES OF MINI-BATCH

TABLE V
COMPUTING EFFICIENCY COMPARISON WITH EXISTING LREID METHODS

Compared to the other LReID methods, our LSTKC++ achieves
at least 5.0%/5.0% and 6.9%/7.3% Seen-Avg mAP/R@1 im-
provement on training order-1 and order-2.

On each individual dataset, compared to existing LReID
methods, our LSTKC++ models consistently achieve superior
or competitive performance. We do observe inferior results are
obtained when compared to PatchKD and ConRFL on the first
and last datasets, respectively. The former is attributed to the
strict knowledge distillation loss used in PatchKD, which forces
the network to maintain the learned knowledge on the first
dataset. However, the erroneous knowledge of the first dataset
also hinders the new knowledge acquisition capacity of the
model, leading to degraded performance in sequential datasets.
Compared to ConRFL, since our method comprises a balance
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Fig. 9. Illustration of seen domain knowledge consolidation along the training
process under training order-1.

between the new and old knowledge, the marginal performance
loss on the last dataset leads to significant improvement in the
performance of the middle datasets.

Seen Domain Performance Tendency: To comprehensively
show the anti-forgetting capacity of our method compared to
existing approaches, we test the models learned at the t-th step
on seen domains. Fig. 9 visualizes the trends of the average mAP
and R@1 of each method. As the learned domain increases, the
performance of the existing methods LwF, AKA, and PatchKD
drops rapidly, while our LSTKC outperforms them significantly
after the 4-th step, showcasing the knowledge consolidation
capacity of our model. Besides, our LSTKC++ consistently out-
performs the state-of-the-art DKP method due to the long-term
and short-term decomposed knowledge utilization mechanism.

E. Unseen-Domain Generalising Evaluation

Performance Analysis: The average performance on unseen
datasets is shown in the “UnSeen-Avg” items of Tables I and
II. The results show that our LSTKC++ achieves superior
UnSeen-Avg mAP/R@1 performance compared to all existing
CIL and LReID methods. Specifically, at least 4.0%/4.0% and
3.1%/1.3% UnSeen-Avg mAP/R@1 improvement is obtained
compared to the state-of-the-art methods. The effectiveness of
our model is attributed to the M∗

o module, which continually
utilizes the unseen new data to determine the appropriate fusion
weight of the old models.

Unseen Domain Generalization Tendency: To show how
different methods accumulate generalization knowledge along
the lifelong training process, we test the models on all unseen
datasets after each training step. The results are illustrated in
Fig. 10. In the first step, our LSTKC/LSTKC++ and state-of-the-
art DKP outperform the other LReID methods by a minor margin
because no additional constraints are applied to the model learn-
ing. As the number of training steps increases, the performance
gap progressively widens, indicating the superior ability of our
LSTKC/LSTKC++ in capturing and consolidating generalizable
knowledge compared to LwF, AKA, and PatchKD. Compared to
the state-of-the-art DKP, our LSTKC++ also achieves increas-
ing improvement, showcasing the superiority of our method in
continually consolidating generalizable knowledge.

Fig. 10. Illustration of unseen datasets generalization along the training pro-
cess under training order-1.

Fig. 11. Effectiveness of different rectification strategies.

F. Ablation Studies

1) Ablation Studies on LSTKC
The effectiveness of LSTKC components: In Table III, we

present the ablation studies of LSTKC components, including
Mr andMe. We start from a baseline model that merely uses
Lbase as the loss function and addsMr/Me gradually. From the
second row and the third row, we can observe thatMr andMe

could improve mAP/R@1 by about 4.8%-6.2% over baseline
when used alone. When they are used together, the improvement
is up to 8.5%-9.8%. The results show that bothMr andMe can
work individually and cooperatively.

Ablation on knowledge rectification strategy inMr: Knowl-
edge rectification plays a vital role in Mr. Apart from the
introduced strategy in Fig. 3, we have investigated alternative
knowledge rectification strategies. For simplicity, we denote the
identical-ID pairs with similarity scores lower than sp as FN and
the non-identical pairs with similarity higher than sn as FP. The
relevant strategies include replacing FN and FP similarity scores
with (a) the maximum and minimum similarity scores of person
pairs (noted as Max-Min), (b) 1 and minuscule value (noted
as 1-Minuscule) respectively, where minuscule value is set to
10−5 to avoid the calculation error in KL divergence loss. The
results are shown in Fig. 11. The proposed method in this
paper outperforms Max-Min and 1-Minuscule significantly. This
is because the change of specific affinity involves the entire
affinity distribution alteration within each row of the relation
Matrix, where excessive modification would destroy the correct
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Fig. 12. Effectiveness of different model fusion strategies.

knowledge and hinder the correct knowledge transfer. Compared
to the other two methods, our rectification strategy not only
corrects the erroneous knowledge but also adequately retrains
the original relation distribution.

Ablation on the choices model fusion strategy in Me: To
demonstrate the effectiveness of our knowledge-guided model
fusion strategy inMe, we compare it against several commonly
used choices including (a) a fixed parameter 0.5 [39], (b) a time-
increasing parameter t− 1/t(t ≥ 2), (c) a time-descending pa-
rameter 1/t(t ≥ 2) [4], [73]. The results, illustrated in Fig. 12,
show that our knowledge-guided model fusion strategy consis-
tently outperforms all these alternatives on both seen and unseen
datasets. This demonstrates that our active balance approach
more effectively consolidates valid knowledge during model
fusion.

2) Ablation Studies on LSTKC++
The effectiveness of LSTKC++ components: In the lower

part of Table III, we present the ablation studies of LSTKC++
components. WhenM∗

r is added to the baseline, more significant
improvements on 3 out of 4 metrics are achieved compared to
Mr, verifying the effectiveness of the long-term and short-term
complementary knowledge rectification mechanism. The slight
underperformance in the Seen-Avg R@1 metric compared to
Mr is due to some fused knowledge being difficult to transfer to
the new model. Next, by introducingR∗e into the baseline, where
only a single long-term old model is preserved, we observe
a notable improvement in Seen-Avg mAP and UnSeen-Avg
mAP/R@1 compared to Re. Since M∗

o does not directly af-
fect performance when used alone, we combined it with R∗e,
and the results demonstrate that the backward rectification of
the old model fusing weight promotes the learned knowledge
retention. Finally, when all three modules are used together, the
model achieves 3.6%−6.4% improvements across four metrics
compared to the original LSTKC method, validating the overall
effectiveness of the proposed extensions.

Ablation on the choices of knowledge transfer loss: We also
conduct ablation experiments to show the influence of different
knowledge transfer loss functions on our LSTKC++ model. In
this paper, the KL divergence LKL is adopted as the default
knowledge transfer loss function. In this section, we replace

Fig. 13. Robustness of our methods to different loss functions.

LKL with MSE [74], MAE, and Jensen-Shannon (JS) diver-
gence [9] that are commonly used in lifelong learning. The
results, as depicted in Fig. 13, demonstrate that our model can
adapt well to different loss functions, yielding a significant
improvement over the Baseline. Among these loss functions,
KL divergence performs the best due to its specific design for
knowledge transfer from the target distribution to the source
distribution, aligning closely with the objective of LSTKC++.

Influence of mini-batch setting: Although existing works
suggest that mini-batch settings have little impact on LReID
performance [72], we discover that an appropriate mini-batch
setting is a valuable factor in facilitating knowledge consolida-
tion capacity in our LSTKC++. We have conducted extensive
experiments using different configurations for identity numbers
(Num-IDs) and image numbers per ID (Num-Imgs). The results
in Table IV show that relatively smaller Num-IDs and larger
Num-Imgs compared to the famous 32-IDs and 4-Imgs setting
can improve model performance on both seen and unseen do-
mains. Specifically, the mini-batch configurations of 8ID-8Img
and 4ID-16Img yield the best performance on the seen and
unseen domains, respectively.

This observation arises from our relation-based knowledge
rectification and transfer design, wherein relatively larger Num-
Imgs facilitate the inclusion of more local relation knowledge
in the feature space. In contrast, larger Num-IDs can introduce
long-distance feature relations that have minimal impact on per-
son matching but impose additional constraints. Nevertheless,
preserving inter-ID relations remains crucial for maintaining
discriminative features within the feature space. Therefore, the
optimal mini-batch setting of our method is a balance of Num-
IDs and Num-Imgs. The default setting of our mini-batch is
highlighted in Table IV.

Investigation on Different Training Orders: Following
MEGE [72], we evaluate the performance of different methods
on five additional dataset orders to comprehensively demon-
strate the robustness of the proposed approach. The results are
presented in Fig. 14(a)–(e). Our LSTKC++ consistently achieves
superior performance across all training orders compared to the
existing LReID works. Besides, in Fig. 14(f), we visualize the
average performance across the five training orders. We observe
3.3%/3.0% and 4.6%/4.4% average mAP/R@1 improvements
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Fig. 14. Performance comparison on five more training orders. (a) Order-A: MS→ SY→ DU→ MA→ CU. (b) Order-B: DU→ MA→ CU→ MS→ SY. (c)
Order-C: SY→ DU→ CU→MS→MA. (d) Order-D: CU→MS→ DU→MA→ SY. (e) Order-E: MA→MS→ DU→ SY→ CU. (f) The average performance of
the above five orders. MS, SY, DU, MA, and CU are abbreviations for MSMT17, CUHK-SYSU, DukeMTMC, Market-1501, and CUHK03, respectively.

Fig. 15. Visualization of model performance under varying average δt (δt)
across different domain orders.

over the state-of-the-art DKP on the seen and unseen domains,
respectively. These results highlight the effectiveness of our
model in handling diverse and varying domains.

Furthermore, we observe that performance fluctuations occur
across different training orders for all LReID approaches. To in-
vestigate this phenomenon, we analyze the relationship between
performance and the average domain shift encountered during
lifelong training. Given that δt calculated by (15) indicates the
domain gap between two adjacent datasets, we compute the
average δt, denoted as δt, to quantify the overall domain shift
within each training order. As illustrated in Fig. 15, model per-
formance on both seen and unseen domains exhibits a negative
correlation with δt. This suggests that larger domain shifts exac-
erbate forgetting during knowledge transfer, thereby degrading
overall performance. Notably, unseen domain performance is
less influenced by δt compared to seen domain performance, as
generalizable knowledge is less dependent on specific training
data, making it more robust to variations in training order.

Evaluation of Training Cost: In Table V, we report the Batch
time, Model Memory cost, Parameters (Params), and GPU
Memory cost of our method compared to the latest LReID
methods, all evaluated on the same device with a batch size
of 128. Specifically, regarding Batch Time, our LSTKC is
the most efficient, as matrix computation is significantly faster

than the additional modules employed in existing methods,
such as patch sampling [10], graph networks [4] and instance
sampling [39], used in the existing works. Our LSTKC++ re-
quires approximately 30% more batch time than LSTKC due
to the introduction of an additional old model. In terms of
Params, both LSTKC and LSTKC++ possess the least number
of trainable parameters, as no additional learnable components
are introduced beyond the backbone and classifier. In contrast,
previous LReID methods [4], [10], [39] typically incorporate
additional learnable modules, increasing parameter complex-
ity. For Model Memory, LSTKC exhibits the lowest memory
consumption since only the backbone and classifier are stored.
Existing works typically require additional storage for learnable
parameters [4], [10], [39], graph nodes [4], prototypes [39].
LSTKC++ doubles the memory usage of LSTKC, as the single
old model is decomposed into long-term and short-term old
models. Regarding GPU Memory, LSTKC and LSTKC++
are the first and second most efficient methods, respectively.
The lightweight relation matrix enables minimal GPU memory
consumption, while additional networks and operations in exist-
ing approaches significantly increase computational overhead.
Notably, although LSTKC++ employs an extra old model, it
only introduces an additional 818 MB (a 7.4% increase) in
GPU memory usage compared to LSTKC. This is because the
old model remains frozen, meaning its gradients are neither
calculated nor stored during new model training, leading to only
a marginal increase in GPU memory consumption.

In addition, to evaluate the time cost of our linear search
strategy in the Old Knowledge Backward Rectification module,
we conduct experiments on the training order-1, recording both
the linear search time and the model training time at each training
step. The results are presented in Fig. 16. Specifically, during
the initial two training steps, the linear search time remains at 0
minutes since it is not performed before training step 3. Once the
training step number exceeds 2, the linear search is conducted
to update the long-term old model. Notably, the time required
for the linear search is significantly lower than that for model
training, accounting for less than 10% of the latter. Despite
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Fig. 16. Comparison of the time cost of linear search and training along the
training steps. The experiments are conducted on training order-1.

the marginal increase in total learning time, our LSTKC++
achieves substantial improvements of 5.2%/4.6% in Seen-Avg
mAP/R@1 and 6.2%/6.4% in Unseen-Avg mAP/R@1 under
training order-1 compared to LSTKC, as shown in Table I,
demonstrating the effectiveness of our approach.

VI. CONCLUSION

In this paper, to tackle the challenging non-exemplar LReID
task, we propose a novel approach named Long Short-Term
Knowledge Decomposition and Consolidation (LSTKC++).
Our method pioneers a new paradigm in LReID. On the one
hand, the erroneous knowledge from old models is rectified to
mitigate its interference with the short-term learning of new
knowledge. On the other hand, the new and old models are
adaptively fused to achieve better acquisition and forgetting
balancing. To further enhance the knowledge consolidation
capacity, we propose to decompose a single old model into
a long-term old model and a short-term old model. A back-
ward rectification mechanism is designed to improve the old
knowledge balancing based on the decomposition. Moreover, a
complementary knowledge mining and rectification strategy is
proposed to ensure the comprehensive utilization of the decom-
posed models. The extensive experimental results and statistics
show that our LSTKC++ requires less overhead but outperforms
the state-of-the-art methods by large margins.
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